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Abstract 
 
In modern medicine, models are often used in which several causal factors are involved 
in producing a disease.  Such models use probability as well as causality.  This chapter 
explains some of the difficulties in combining probability and causality, and suggests that 
they may be overcome by a consideration of how probability should be interpreted. 
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1.  Causality in Medicine 
 

The title of this chapter involves the terms ‘interpretation of probability’ and 
‘causal model’ which will not be familiar to many readers.  However, the meaning of 
these expressions will be explained as we go along.  To give these explanations, we must 
begin by making some general observations about the notion of causality.  Causality is a 
key concept in medicine, but, to analyze this concept, it will be useful to begin by 
distinguishing between theoretical and clinical medicine.  What could be called 
theoretical medicine consists of a body of laws and theories, many of them involving 
causality, which have been discovered and then confirmed by medical research.  A 
typical accepted causal law is the following: 

 
The varicella zoster virus (VZV) causes chickenpox   (1) 
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This kind of causal claim is described as generic, because it covers many cases. 

In clinical medicine, however, a doctor examines a particular patient and has to 
find out what causes that patient’s symptoms.  A doctor may, for example, decide that the 
rash of Miss Anne Smith, aged 4, is chickenpox and so caused by the varicella zoster 
virus.  This is an instance of single-case, rather than generic causality.  Some authors 
speak of type/token causality instead of generic/single-case causality, where type = 
generic, and token = single-case. 

A second important distinction is between deterministic and indeterministic 
causality.  A causal claim of the form A causes B is deterministic, only if, ceteris paribus, 
whenever A occurs, it is followed by B.  Otherwise, the claim is indeterministic. 

Deterministic causality is the traditional concept of causality, which is analyzed 
by 18th and 19th century philosophers such as Hume and Kant.  Indeed Kant says in The 
Critique of Pure Reason (1787: B5): 

 
“ … the very concept of a cause … manifestly contains the concept of a necessity 

of connection with an effect and of the strict universality of the rule …”   [71] (Numbers 
in square brackets are the page number of the published version.) 

 
So, according to Kant, if A causes B, and A occurs, then B is sure to follow.  This is what 
we have called deterministic causality.     

19th and early 20th century scientific medicine, as it was developed by Pasteur, 
Koch, and others, used a deterministic notion of causality.  An attempt was made to show 
that each disease had a single cause, which was both necessary and sufficient for the 
occurrence of that disease (Codell Carter 2003).  So, for example, tuberculosis was 
caused by a sufficiently large number of tubercle bacilli in the patient.   

In the 20th century, however, a new concept of causality emerged in medicine, 
particularly in connection with medical epidemiology.  If a casual claim of the form A 
causes B is indeterministic, then A can occur without always being followed by B.  One 
of the first examples of indeterministic causality in medicine was the claim that  

 
Smoking causes lung cancer       (2) 

 
In 1947 when hypothesis (2) was first seriously investigated in England, it was regarded 
as unlikely to be true.  The standard view was that lung cancer was caused by general 
urban atmospheric pollution.  Nowadays after much controversy, (2) is almost universally 
accepted as being true.  Curiously, few participants in the heated discussion of the truth 
of (2) pointed out that it involved a new notion of causality.  Yet this is clearly the case.  

To show this, I will quote statistics to be found in Doll and Peto (1976).  These 
are concerned with a sample of 34,440 male doctors in the UK.  The 1976 paper deals 
with the mortality rates of the doctors over the 20 years from 1 November 1951 to 31 
October 1971.  During that time, 10,072 of those who had originally agreed to participate 
in the survey had died, and 441 of these had died of lung cancer. As about 83% of the 
doctors sampled were smokers, this means that only about 5% of these smokers died of 
lung cancer.  So, although smoking causes lung cancer, smoking is not always followed 
by lung cancer. 
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But although smoking is not invariably followed by lung cancer, smoking 
definitely increases the probability of getting lung cancer.  Doll and Peto calculated the 
annual death rate for lung cancer per 100,000 men standardized for age.  The results in 
various categories were as follows (1976: 1527): 

 
Non-smokers    10 
Smokers    104 
1-14 gms tobacco per day  52 
14-24 gms tobacco per day  106 
25 gms tobacco per day or more        224 
(A cigarette is roughly equivalent to 1 gm of tobacco) 
 

If we take these frequencies as good estimates of the underlying probabilities, we have 
that P(lung cancer | smoker) [read as: the probability of lung cancer given that the person 
is a smoker] is about 10 times greater than P(lung cancer | non-smoker), while, if we 
define a heavy smoker as someone who smokes more than 25 gms of tobacco per day, 
then  P(lung cancer | heavy smoker) is more than 22 times P(lung cancer | non-smoker). 

The notion of indeterministic causality has, since 1950, become ubiquitous in 
medicine.  Eating fast food is recognized as causing heart disease, having a gene or genes 
of a particular kind is recognized as causing Alzheimer’s, infections by certain viruses are 
recognized as causing cancers, and so on.  In all these cases we are dealing with 
indeterministic causality.  

When indeterministic causes are used in medicine, they often appear in what 
could be called a multi-causal fork.  I will describe such ‘forks’ in the next section. [72] 
 
 
2. Multi-Causal Forks 

 
As we have seen, from the 1950s on, medicine has had to introduce an 

indeterministic notion of causality.  This goes hand in hand with explaining diseases as 
caused by the conjunction of several causes acting together. We can illustrate this by 
developing our earlier example of smoking causing lung cancer.  Since not all smokers 
get lung cancer, we might postulate that those who do have a genetic susceptibility for the 
disease.  We now have two causes which operate:  smoking and genetic susceptibility.  If 
we use deterministic causality, we can confine ourselves to one cause, since that is 
sufficient to produce the disease.  This is called mono-causality.  If we use 
indeterministic causality and postulate several causes, this is called multi-causality.  The 
various different causes, which act together to produce the disease, will be called causal 
factors.  The use of multi-causality, or several causal factors, leads to the introduction of 
multi-causal forks, as shown in figure 1. 
 
 



 4 

 
Here Z, a disease, has a finite number n of causal factors X1, X2, … , Xn. Perhaps the 
most important case of a multi-causal fork in contemporary medicine is the case of heart 
disease (see Levy and Brink, 2005).  In the last 60 years, quite a number of causal factors 
for heart disease have been discovered.  These include:  smoking, eating fast food, high 
blood pressure, diabetes, and obesity.  In the last few years, investigations have begun 
into possible genetic causal factors.  As heart disease is still the number one killer in the 
developed world, this case is obviously an important one.  A fully developed causal 
model for heart disease would have to include all the factors just mentioned and perhaps 
others as well.  However, it seems sensible to begin an investigation of multi-causal forks 
with a rather simpler situation.  Accordingly, we will initially confine ourselves to multi-
causal forks with two prongs, as shown in figure 2. 
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In our example of heart disease, we will take X = smoking, Y = eating fast food, 

and Z = heart disease.  This is shown in figure 3. 
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 We must now consider another feature of multi-causal forks, which, like the 
example just given, involve indeterministic causes.  These are related to probabilities, as 
in our earlier [73] example of ‘smoking causes lung cancer’.  Multi-causal forks will 
therefore often involve not just causes, as represented by the arrows, but also 
probabilities.  This leads us to the concept of causal model, which is in the title of the 
chapter.  Causal models are hypotheses about the causes of diseases in medicine which 
involve a number of different causal factors (represented diagrammatically by arrows), 
and also probabilities.  The hypothesis illustrated in figure 3 is a simple example of a 
causal model.  Causal models belong to theoretical medicine, and so involve generic (or 
type) causality.  The question now arises of how probabilities are to be fitted in with 
causes in causal models.  Let us consider this in connection with our simple model of 
figure 3. 
 We need to introduce the probability that someone gets heart disease given that 
they are a smoker [written P(heart disease | smoker)], and contrast this with P(heart 
disease | non-smoker).[74]  In our earlier example, which concerned smoking and lung 
cancer rather than smoking and heart disease, the doctors in the table of results were 
classified into various groups according to the amount that they smoked.  However, we 
will now simplify things by dividing people into smokers and non-smokers.  This is 
obviously a simplification since the probability of heart disease increases with the 
quantity smoked, and the amount of fast food eaten.  However, as our project is examine 
the relations between causality and probability, it seems best to take a simple, though 
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quite realistic, case first, and then to consider the effects of adding more complexities 
later. 
 Mathematically speaking, we can, as in figure 2 represent causes and effects by 
variables X, Y, Z.  If X = smoking, then X has two values 0 & 1.  X = 0 corresponds to a 
non-smoker, and X = 1 to a smoker, and similarly with the other variables.  So P(heart 
disease | smoker) would be written P(Z = 1 | X = 1).  

Having introduced both causes and probabilities into our model, we are now in a 
position to consider how they are connected, and this I will do in the next section. 
 
 
3.  The Problem of Connecting Causality to Probability 
 
 To deal with the connection between indeterministic causality and probability in 
the context of multi-causal forks such as that of figure 2, it is helpful to begin by raising 
the question of how one can test causal claims.  Let us consider first a claim of the form 
‘A causes B’ where deterministic causality is used.  Here testing ‘A causes B’ is an easy 
matter.  Since, ceteris paribus, B always follows A, we have only to instantiate A.  If B 
fails to follow, then the causal claim is refuted.  If B does follow, then the causal claim is 
confirmed.  Testing a claim involving indeterministic causality, such as ‘smoking causes 
lung cancer’ is not so easy.  Many smokers never get lung cancer, and yet this does not 
refute the claim that smoking is an indeterministic cause of lung cancer.  What we need is 
to be able to derive some probabilistic claims from the claim about indeterministic 
causality.  Once these probabilistic claims have been derived, we can then test them using 
statistical tests.  Hence, by testing the consequence of a claim of indeterministic causality, 
we have tested the causality claim itself.   

What we need then is a principle connecting indeterministic causality to 
probability.  There seems at first sight to be an obvious such principle, which I will call 
the Causality Probability Connection Principle (CPCP).  A number of principles of the 
same general type have been proposed by various authors (Gillies and Sudbury 2013: 
287-291). The version to be used in this paper is the following: 

 
If X causes Z, then P(Z = 1 | X = 1)  >  P(Z = 1 | X = 0)   (CPCP) 

 
Informally this states that if X is an indeterministic cause of Z, then the occurrence of X 
raises the probability of Z occurring.  If we take X as smoking and Z as lung cancer, then 
estimating probabilities from the observed frequencies in the table given earlier, we have 
that P(Z = 1 | X = 1) is about ten times P(Z = 1 | X = 0). 

CPCP is simple and intuitive, and works well in a case like ‘Smoking causes 
Lung Cancer’.  Unfortunately, however, counter-examples to CPCP have been 
discovered.  These counter-examples are all essentially the same, and arise from the fact 
that several different indeterministic causes may operate at the same time, and that these 
causal factors may not be independent, but rather interrelated.  Here I will confine myself 
to considering the first counter-example to CPCP to be discovered.  This was published 
by Hesslow in 1976, and is still in many ways the best counter-example.  A resolution of 
this counter-example can easily be extended to cover the other counter-examples in the 
case of generic causality. [75]  
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For this counter-example, we consider a population of young women, all living 
with male partners, where the only contraceptive method available is the contraceptive 
pill.  In our simple causal network of figure 2, we now set X = Taking the Pill, Y = 
Getting Pregnant, and Z = Thrombosis to get the 2-pronged multi-causal fork shown in 
figure 4. 
 

 
 
The clinical background is that both taking the pill and pregnancy are associated with the 
formation of clots, i.e. thrombosis.  Assume, therefore, which is broadly correct, that both 
the Pill and Pregnancy are indeterministic causes of Thrombosis, but that Pregnancy has a 
much more powerful effect in producing Thrombosis than taking the Pill.  This means 
that taking the pill, although it causes thrombosis, actually reduces the probability of 
thrombosis, since those who don’t take the pill will almost certainly get pregnant, and this 
means in turn that they will have a higher probability of thrombosis.  We can reformulate 
this argument in mathematical symbols to show that it produces a counter-example to 
CPCP. 

 P(Z = 1 | X = 1) is the probability of getting a thrombosis for those taking the pill.  
By assumption, this is a finite but quite small probability.  Now consider P(Z = 1 | X = 0).  
If X = 0, then it is very probable that Y = 1, that is to say that those who don’t take the 
pill have a high probability of getting pregnant, since there is no other method of 
contraception.  However, P(Z = 1 | Y = 1) is by assumption much greater than P(Z = 1 | X 
= 1).  So we are likely to have P(Z = 1 | X = 0) > P(Z = 1 | X = 1), which contradicts 
CPCP. 
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CPCP therefore seems an intuitively reasonable way of connecting causality and 
probability, and yet it is liable to counter-examples.  What should be done about this 
situation?  Should CPCP be abandoned altogether? Or should we modify it to avoid the 
counter-examples?  This problem has been known for some time.  In the next section, I 
will consider how we might get a grip on it by considering the interpretation of the 
probabilities involved. 
 
 
4.  Interpretations of Probability 
 

Probability can be interpreted in various ways.  The most important distinction is 
between subjective and objective interpretations.  Probability in the subjective 
interpretation is a measure of the degree of belief that a particular person (Mr Smith say) 
holds in the occurrence of a particular [76] event, say that it will rain during the course of 
the day.  Mr Smith’s subjective probability will determine whether he decides to take an 
umbrella with him when he goes out.  Pearl has argued that the probabilities in causal 
models should be interpreted subjectively (see his 1988 and 2000).  However, my own 
view is that it is better to interpret the probabilities in causal models for medicine 
objectively. 
 There are two main objective interpretations of probability.  The first of these is 
the frequency interpretation, which was developed by von Mises in his 1928.  Von Mises 
uses the concept of the collective.  A collective is a large collection of some kind.  So, for 
example, we could consider the collective C of English people.  We can further consider 
a set of properties or attributes, which might or might not hold for each member of the 
collective.  So for each English person, we could, for example, consider the attribute    
‘… dies of lung cancer’.  It is obvious that each English person either dies of lung cancer, 
or does not die of lung cancer.  Suppose that in the first 1,000 members of the collective 
considered, 61 die of lung cancer.  Then the frequency of cases of lung cancer is 61 
divided by 1,000, i.e. 0.061.  As the number of members of the collective considered 
increases, the frequency of lung cancer cases may tend to a fixed value (say 0.06).  This 
is called the limiting frequency of the attribute in the collective, and the probability of an 
attribute is defined as its limiting frequency.  So, in our example, the probability of dying 
of lung cancer in C is the limiting frequency of those who die of this disease in the whole 
English population, about 0.06 or 6%   

Now an important point to notice is that the same attribute may appear in a 
number of different collectives, and have a different probability in each of these 
collectives.  So we could consider the collective C & Smoker, which consists of English 
people who smoke.  P(Dying of Lung Cancer | C & Smoker), i.e. the probability of dying 
of lung cancer in the collective of English smokers would be greater than P(Dying of 
Lung Cancer | C), i.e. the probability of dying of lung cancer in the collective of English 
people.  Similarly  P(Dying of Lung Cancer | C & Non-Smoker) < P(Dying of Lung 
Cancer | C).  In general then, changing the collective changes the probability, and this led 
von Mises to propound the principle that probability (in his frequency sense) is relative to 
a collective.  I will refer to this as von Mises’ principle. 
 Although the frequency theory has considerable merits, many philosophers have 
argued that it links probability too closely to observed frequency.  This point of view has 
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led to the propensity interpretation of probability, which was introduced by Popper at the 
end of the 1950s [(1957) and (1959)].  The idea of such an approach to probability 
proved to be a popular one, and several philosophers of science have developed it, though 
in different ways.  As a result, there are now a number of different versions of the 
propensity theory.  I have given a survey and classification of some of these in my 
(2000a) article:  ‘Varieties of Propensity’, and in Chapter 6 of my book (2000b: 113-
136).  For the purposes of this chapter, however, we need consider only a few features of 
the propensity theory.  These features are common to most, though not all, versions of the 
propensity theory. 
 In the propensity theory, probabilities are associated with the outcomes of a set of 
repeatable conditions.  Suppose, for example, we are tossing a biased coin.  Here the 
repeatable conditions are those which define the manner in which the coin is tossed.  Call 
the set of them S.  Then, according to the propensity theory, S is endowed with a 
propensity (or tendency or disposition) to produce a particular result, say heads (H), on 
any repetition of S.  So to say that the probability of H given S is p, written  P(H | S) = p, 
means that the conditions S have a propensity equal to p to produce H on any repetition 
of S. 

The propensity interpretation is an objective interpretation of probability.  What 
ensures objectivity is the association of propensities with repeatable conditions.  This 
means that it is possible to test whether any value p assigned to a probability agrees with 
experience or [77] not.  In principle all one needs to do is to repeat the conditions a large 
number of times and see whether the observed long-run frequency is close to p or not.  
Now in formulating causal models for diseases, we are seeking objective knowledge.  
This makes an on objective interpretation of probability, such as the propensity theory, 
preferable to a subjective one, since, an objective interpretation connects probabilities 
naturally with the statistical frequencies of illnesses in populations.  Such statistical 
frequencies can then be used to test the validity of the claims made by the causal model.   

One difference between the propensity theory, as just described, and von Mises’ 
frequency theory is that probabilities are now associated with repeatable conditions rather 
than collectives.  However, von Mises’ principle still applies if we alter it to: probability 
(in the propensity sense) is relative to a set of repeatable conditions.  Yet in order to 
connect the discussion within the propensity theory even more closely to earlier 
discussion within the frequency theory, I propose the following strategy.  It is always 
possible to consider, instead of the repeatable conditions of the propensity theory, a 
sequence of repetitions of those conditions.  Thus, instead of the condition ‘ … is an 
English person’, we can consider ‘the set of English people’; instead of the condition ‘… 
is an English smoker’, we can consider ‘the set of English smokers’; and so on.  To do 
this, I propose to use the term ‘reference class’ in the following precise sense.  A 
reference class is associated with a set of repeatable conditions S, and consists of a long 
sequence of repetitions of S.  So the key principle now becomes: propensity is relative to 
a reference class. 

Let us now return to our problem about connecting causality to probability.  In 
section 3 we formulated an intuitively plausible Causality Probability Connection 
Principle (CPCP), but then found that it was liable to counter-examples, notably the 
Hesslow counter-example.  Now CPCP involves probabilities, such as P(Z = 1 | X = 1).  
If we interpret these as propensities, then they must be associated with a reference class.  
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However, CPCP also involves the statement X causes Z.  So it would seem that this too 
must be associated with a reference class.  In fact, it is quite reasonable to claim that 
causality in the generic sense is associated with a reference class.  Consider, for example, 
the case of a medication M say which has no side effects for the average patient, but 
produces vomiting and dizziness in diabetic patients.  We then have that, in the reference 
class of diabetic patients, ‘M causes vomiting and dizziness’ is true, but that in the 
reference class of non-diabetic patients, it is false.  This example can easily be 
generalized, and so the reference class principle can be extended from propensity to 
causality.  In particular it applies to both parts of the suggested CPCP. 

We can now ask the question:  ‘For which reference class or reference classes 
does CPCP hold?’  In Hesslow’s example, the underlying reference class (S say) consists 
of a set of young women living with male partners in a situation in which taking the pill 
is the only contraceptive method available.  As we showed earlier, CPCP does not hold 
for this reference class S.  However, we now propose resolving the problem by dividing S 
into two disjoint reference classes, in each of which CPCP holds, though it is not valid in 
the whole reference class S.  The two disjoint reference classes are:  S & (Y = 0), i.e. the 
set of those who do not become pregnant in the time period under consideration, and S & 
(Y = 1), i.e. the set of those who do become pregnant.  Now in both these reference 
classes, CPCP holds.  Consider S & (Y = 0), which is the set of young women who do 
not become pregnant.  In this set, those who take the pill (X = 1) have a higher 
probability of getting a thrombosis than those who do not (X = 0) because of the side 
effects of the pill.  Consider next S & (Y = 1), which is the set of young women who do 
become pregnant.  In this case it might be objected that there are no members of this set 
who take the pill (X = 1).  However, this objection can be answered by pointing out that 
the pill is unlikely to be 100% effective, and that, because of the side effects of the pill, 
someone who both took the pill and became pregnant is likely to have a higher [78] 
probability of getting a thrombosis than someone who became pregnant without having 
taken the pill.  So CPCP again holds. 
 
 
5.  Simpson’s Paradox 
 

I will next observe that the problem generated by the Hesslow counter-example is 
quite similar to that of Simpson’s paradox.  To see this, let us consider the most famous 
example of Simpson’s paradox, which concerned the seeming occurrence of gender 
discrimination in admission to Berkeley’s graduate school.  Let us take as our initial 
reference class S, the set of applicants to this graduate school.   These applicants were 
either male or female, and their application was either successful or unsuccessful.  
Statistics showed that, in the reference class S, P( success | male) > P(success | female).  
It therefore looked as if gender-discrimination in favor of males was at work.  However, 
in practice, applicants applied to particular departments and each department conducted 
its own admission procedure.  So, if there were gender-discrimination, it would have to 
be at the departmental level.  Now suppose the departments were D1, D2, … , Dn.  Then 
we can partition our reference class S into n sub-reference classes S & Di where 1 ≤ i ≤ n.  
Statistics showed that, for each of these sub- reference classes, P(success | male) < 
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P(success | female).  So gender-discrimination in favor of males could not in fact be 
occurring. 

At first sight these results seem impossible – hence the name ‘Simpson’s 
paradox’.  If in every member of a partition of a reference class, a probabilistic inequality 
holds, how could it reverse in the reference class as a whole?  It is indeed surprising that 
this occurs, but it is in fact quite possible.  The explanation in the case of the Berkeley 
admissions was that a greater percentage of females than males were applying to 
departments that had high rejection rates. 

The situation as regards CPCP is indeed analogous to Simpson’s paradox.  
Suppose we generalize from our 2-pronged multi-causal fork of Figure 2 to the n-pronged 
multi-causal fork of Figure 1 in which a number of possibly interrelated indeterministic 
causes (X1, X2, … , Xn) are combining to produce an effect Z.  We can only draw 
conclusions about probabilities from the claim that Xi causes Z, if we assume that the 
values of the other indeterministic causes Xj for j ≠ i are fixed.  So these probabilistic 
conclusions only hold in each member of a partition of the underlying reference class.  
From this it does not follow that they hold in the reference class as a whole. 
 
 
6. Conclusions 
 
In contemporary medicine, there are often situations in which a disease does not have a 
single cause, but is brought about by the combination of a number of causal factors.  Each 
causal factor is not sufficient by itself to produce the disease, but may well raise the 
probability of the disease occurring.  For example, smoking is not sufficient by itself to 
produce heart disease, since many smokers never get heart disease.  However, smoking 
does raise the probability of getting heart disease.  In these multi-causal situations, the 
various causal factors have to been combined together and also combined with 
probabilities.  Causal models are an attempt to carry out this combination.  However, 
there are many problems in creating satisfactory causal models.  Seemingly obvious 
principles connecting causality with probability turn out to be liable to counter-examples, 
such as the Hesslow counter-example.  One way of resolving these problems is by 
interpreting probabilities as objective propensities, defined in reference classes.  A 
careful consideration of the relevant reference classes shows that the Hesslow problem 
can be resolved, and also that it is very similar to what is known as Simpson’s paradox.  
This then is a step in the direction of creating good causal models for medicine. [79] 
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