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Abstract   
 
One of the main problems in establishing causality in medicine is going from a 
correlation to a causal claim.  For example, heavy smoking is strongly correlated with 
lung cancer, but so is heavy drinking.  There is normally held to be a causal link in the 
former case, but not in the latter.  The Russo-Williamson Thesis suggests that to establish 
that A causes B, one needs, in addition to statistical evidence, evidence for the existence 
of a mechanism connecting A and B.  This thesis is examined in the case of the claim that 
smoking causes heart disease.  It is shown that the correlation between smoking and heart 
disease was established by 1976 before any plausible linking mechanism was known.  At 
that stage, there were doubts about whether a genuine causal connection existed here.  
Details of the history of research in atherosclerosis from 1979 to the late 1990s are then 
given, and it is shown that there is now a plausible mechanism connecting smoking and 
heart disease, and that, correspondingly, most experts now accept that smoking causes 
heart disease.  This historical case study therefore provides support for at least one 
version of the Russo-Williamson Thesis.  
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1.  From Correlation to Causation 
 

One of the most fundamental questions in the analysis of causality is how one can 
get from correlation to causation.  I will illustrate this problem by considering two 
examples of correlations.  The first is generally recognised to have causal implications, 
while the second most probably does not. 

The first of these examples is a very famous one.  It is the correlation between 
smoking and lung cancer.  This correlation was found in many separate studies, but I will 
describe what is perhaps the best known of them.  This study was started by Bradford 
Hill in 1951, not long after he began to suspect that smoking might be a cause of lung 
cancer.  He and Doll wrote at the end of October that year to all the doctors on the British 
Medical [110] (Numbers in square brackets are the page numbers of the published 
version.) Register who were believed to be resident in the United Kingdom to ask them if 
they would participate in a survey concerning smoking.  34,440 agreed to take part and 
they were then followed for the next forty years.  Their smoking habits were monitored 
from time to time, and when they died the cause of death was noted.  Reports on the 
results were published occasionally as the study progressed.  Here I will quote some of 
the results to be found in Doll and Peto (1976).  Peto had by this time replaced Bradford 
Hill in handling the survey.  The 1976 paper deals with the mortality rates of the male 
doctors over the 20 years from 1 November 1951 to 31 October 1971.  During that time, 
10,072 of those who had originally agreed to participate in the survey had died, and 441 
of these had died of lung cancer. Doll and Peto calculated the annual death rate for lung 
cancer per 100,000 men standardised for age.  The results in various categories were as 
follows (1976, p. 1527): 
 
 
 
Non-smokers    10 
Smokers    104 
1-14 gms tobacco per day  52 
14-24 gms tobacco per day  106 
25 gms tobacco per day or more        224 
(A cigarette is roughly equivalent to 1 gm of tobacco) 
 
These results do indeed show a striking correlation between smoking and lung cancer.  
Smokers are on average more than 10 times more likely to die of lung cancer than non-
smokers, and this figure rises to more than 22 times for heavy smokers who consume 25 
gms or more of tobacco per day.  These results are highly significant statistically.     

This correlation was accepted at the time by most researchers (if not quite by all!) 
as establishing a causal link between smoking and lung cancer.  Indeed Doll and Peto 
themselves say explicitly (p. 1535) that the excess mortality from cancer of the lung in 
cigarette smokers is caused by cigarette smoking. 

However, not all correlations are taken as establishing causal links.  Freudenheim 
et al (2005) report a series of studies of alcoholics carried out between 1974 and 1981 
which showed that the high consumption of alcohol by these individuals was 
accompanied by high levels of morbidity and mortality from lung cancer.  So we have a 
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strong correlation between heavy drinking and lung cancer.  However, few would accept 
that there is a causal link here.  Instead the correlation would be attributed to the 
confounding factor of smoking.  A large percentage of alcoholics are also heavy smokers, 
and most researchers would judge that it was the smoking of alcoholics rather than their 
drinking which increased the risk of lung cancer.  Admittedly Freudenheim et al (2005) 
think that heavy drinking might slightly increase the risk of lung cancer, [111] but they 
add (p. 657):  “Residual confounding by smoking may explain part of the observed 
relation.”  For the purposes of this paper, I will assume that the correlation between 
heavy smoking and lung cancer does show a causal relation, while the correlation 
between heavy drinking and lung cancer does not indicate any causal relation.   

The contrast between these two cases shows why it is important to go beyond 
correlation and raise the question of causality.  In Gillies (2005) I argued that the 
essential feature of causality is its relation to action.  Let us consider a causal law of the 
form:  A causes B.  On the basis of this law we can carry out two kinds of actions which I 
call (2005, p. 827) productive and avoidance.  A productive action is one which tries to 
produce B by instantiating A, while an avoidance action is one which tries to avoid B by 
preventing A from occurring.  Now in medicine it is, generally speaking, avoidance 
actions which are relevant.  If we accept that smoking causes lung cancer, then not 
smoking is a good strategy for avoiding lung cancer.  However, if the link between heavy 
drinking and lung cancer is only a correlation with no causal implications, then it is 
certainly not a good strategy to give up drinking in order to avoid lung cancer.  Such a 
strategy might well have not the slightest effect on the risk of getting lung cancer.  This 
point could be put another way as follows.  Causality is a more complicated concept than 
correlation, and it is more difficult to establish causal links than correlations.  However, 
the extra effort is worthwhile, since, once we have established a causal link, we can easily 
infer what actions are appropriate for us to take, whereas this cannot be done easily from 
correlations alone.  This shows the importance of the step from correlation to causation.  
Let us therefore consider the question of what kind of evidence can justify us in taking 
such a step. 

A distinction is often made between observational and experimental evidence.  
Observational evidence is obtained by observing some process without intervening in it 
in any way.  Experimental (or interventional) evidence is obtained by producing, in a 
controlled way by means of an intervention, a process which is then observed.  
Admittedly this distinction becomes somewhat doubtful in the micro world of quantum 
mechanics because of Heisenberg’s uncertainty principle.  In this area any observation 
turns out to be an intervention which disturbs the process being observed.  However, in 
this paper, I will be dealing with examples from medicine where the distinction is 
unproblematic. 

As we have seen, causality involves a relation to human action.  This suggests the 
following principle:  correlations can be established by observational evidence alone, but 
to establish a causal claim one needs at least some experimental (or interventional) 
evidence.  This principle can be illustrated by the standard example of a correlation 
which is not a causal link.  Let us consider a particular barometer, and suppose we 
establish by careful observation that this barometer’s reading falling to a low level is 
strongly correlated with rain occurring.  Is this correlation a causal link?  Further careful 
observations [112] will not give us the answer, but we can test out the hypothesis of 
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causality by making an experimental intervention.  We add to the barometer a device 
which enables us to reduce the barometer’s reading to a low level by turning a knob.  We 
have only to turn this knob and see whether rain occurs in order to confirm or refute the 
causal hypothesis. 

Let us next generalise from this simple example.  Suppose it has been established 
by observation that A is correlated with B.  One way of testing whether A also causes B 
is to make what could be called a direct intervention.  This consists in intervening in 
order to produce A under some controlled conditions and then seeing whether B results.  
A direct intervention of this sort is perhaps the simplest way of either confirming or 
refuting a causal claim.  Unfortunately, however, it is not always possible. 

Let us take our example of whether smoking causes heart disease.  In this case a 
direct intervention might consist of a randomised control trial of the following kind.  We 
take a sample of 30,000 humans chosen at random.  We then select at random 15,000 
who are forced to become smokers.  The remaining 15,000 are forced to become non-
smokers.  We then follow up these individuals over a period of say 40 years and see what 
the differential death rates are in the two groups.  However, as Pearl remarks (2000, p. 
353), controlled experiments of this sort “are impossible (and now also illegal) to 
conduct.”   The example of smoking causing heart disease is, in this respect, typical of 
most causal claims in medicine.  These characteristically take the form:  X causes D, 
where D is a disease and X is a putative cause of D.  In testing such claims it is obviously 
impossible for ethical, practical, and usually legal reasons, to make the direct intervention 
of implementing X for a group of humans under controlled conditions and seeing whether 
D results.   

If then direct interventions are ruled out in many medical situations, it is obvious 
that, if the principle formulated earlier is correct, that we must resort to indirect 
interventions in order to establish causality.  But what form should such indirect 
interventions take?  An answer to this question is provided by the Russo-Williamson 
thesis to which I now turn.      
 
 
2.  The Russo-Williamson Thesis 
 
In their 2007 paper, Russo and Williamson write as follows (pp. 158-9): 
 
“ … the health sciences infer causal relations from mixed evidence:  on the one hand, 
mechanisms and theoretical knowledge, and, on the other, statistics and probabilities. … 
To establish causal claims, scientists need the mutual support of mechanisms and 
dependencies. … The idea is that probabilistic evidence needs to be accounted for by an 
underlying mechanism before the causal claim is established …” [113] 
 
I will refer to this suggestion as the Russo-Williamson Thesis (or RWT for short).  The 
general sense of this thesis is quite clear, but, like most philosophical theses, it can be 
formulated in a number of slightly different ways.  I will now make some comments on 
the thesis, and then formulate the precise version of the thesis which I will try to defend 
in the rest of the paper. 
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Russo and Williamson speak of establishing causal claims.  This seems to me a 
quite appropriate terminology which indeed I have used in section 1.  However, it should 
be taken in a qualified sense.  ‘Establishing’ here does not mean ‘establishing with 
complete certainty or beyond doubt’ because scientific claims can never be established in 
this sense.  ‘Establishing’ should rather be understood in something like the following 
sense.  Suppose a scientific claim has become so well confirmed by the available 
evidence that it can be accepted for the time being as the basis for action.  Then this claim 
can be said to be established. However, this by no means excludes the possibility that the 
further advance of science will lead us to modify, or even reject, the claim.   

Russo and Williamson speak in one place of ‘statistics and probabilities’ and in 
another of ‘dependencies’.  I will in this paper confine myself to ‘statistics’ and 
‘statistical evidence’.  This is connected with another feature of Russo and Williamson’s 
2007 paper.  They limit themselves to the health sciences.  Indeed the paper is entitled:  
‘Interpreting Causality in the Health Sciences’.  Now it seems to me that the Russo-
Williamson Thesis might well be extended to causality in general.  However, the health 
sciences are a particularly good area to study it, at least initially.  This is because in this 
area the two types of evidence which are brought to bear are quite sharply 
distinguishable.  The statistical evidence comes from epidemiological observations of 
populations, such as the study of doctors and smoking described in section 1.  This 
evidence, however, is usually supplemented by experimental evidence obtained in the 
laboratory from biochemical investigations of cells and tissues, or from physiological 
investigations into animals which have been treated in various ways.  This enables us to 
connect the Russo-Williamson thesis to the principle proposed in section 1 concerning 
observational evidence and experimental (or interventional) evidence.  In a typical 
medical example the epidemiological evidence is observational statistical evidence while 
the evidence for the existence of a linking mechanism is provided by laboratory 
experiments. 

There is one further distinction which will prove useful in our specific 
formulation of the Russo-Williamson Thesis.  This is the distinction between a plausible 
mechanism, and a confirmed mechanism.  A plausible mechanism is one which is 
confirmed by our general background knowledge but not necessarily by particular 
investigations and experiments designed to test it out.  This distinction can be illustrated 
by the example given in section 1 of the difference between the cases of smoking and 
drinking in relation to lung cancer.  Cigarette smoke contains a large number of 
chemicals of various [114] types and, in the case of those who smoke regularly, some of 
these are likely to find their way into the lungs.  It seems likely that some of these 
chemicals will damage the tissue of the lungs, and some indeed might be carcinogens 
which initiate a cancerous tumour.  It was part of the background knowledge of 1976 that 
there existed chemical carcinogens capable of initiating cancerous tumours.  Indeed this 
had been established by experimental evidence.   Consequently it was known in 1976 that 
there was a plausible mechanism linking smoking to lung cancer.  By contrast there does 
not seem to be an obvious mechanism connecting the consumption of alcohol to lung 
cancer.  Of course the body is very complicated, and such a mechanism might turn out to 
exist after all.  However, background knowledge does not make the existence of such a 
mechanism very plausible.  This suggests that we may be more prepared to go from 
correlation to causation if there exists a plausible mechanism linking the two factors. 
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In contrast to smoking and lung cancer in 1976, a mechanism may, in some other 
cases, be uncovered by a lengthy series of experiments, and its correctness confirmed by 
these results.  Here I will speak of a confirmed mechanism.  Of course there is really a 
continuum here which depends on the degree to which the mechanism has been 
confirmed.  However, the rough distinction between plausible and confirmed mechanisms 
is helpful for clarifying the situation.  I will understand confirmed mechanisms to be also 
plausible, but not vice versa. 

Corresponding to this distinction, we can have two forms of the Russo-
Williamson Thesis – a strong form and a weak form.  According to the strong form, a 
causal link between A and B can only be said to be established if it has been shown that 
there is a confirmed mechanism linking A and B.  For the weak form, it may suffice just 
to show that there is a plausible mechanism linking A and B.  I prefer the weak form of 
the thesis since it fits better with the classic example of smoking and lung cancer 
described in section 1.  I would argue that Doll and Peto were quite justified in claiming 
in 1976 to have established that smoking causes lung cancer, even though the mechanism 
linking the two was, at that stage, only plausible rather than confirmed.  So, after these 
preliminaries, I can formulate the precise form of the Russo-Williamson Thesis which I 
will defend in the rest of the paper.  It may be stated as follows:  “In order to establish 
that A causes B, observational statistical evidence does not suffice.  Such evidence needs 
to be supplemented by interventional evidence, which can take the form of showing that 
there is a plausible mechanism linking A to B.”  This is a weak version of the RWT, but 
not a trivial one.  It has important implications for artificial intelligence.  At the moment, 
there are a number of research programmes whose aim is to obtain causal relations from 
observational statistical data automatically using machine learning.  If, however, the 
RWT as just formulated is correct, these programmes cannot succeed.  In the example to 
be considered in [115] section 3, 4 &5, epidemiological data showing a correlation 
between smoking and heart disease was not regarded as sufficient to establish a causal 
link.  To establish causality, scientists regarded as necessary the additional evidence 
provided by laboratory investigations which showed that there is a plausible mechanism 
linking smoking to heart disease. 

Against this view, it could be argued that modern machine learning programs do 
not employ the kind of simple statistical methods employed by Doll and Peto, but analyse 
the data using a variety of much more sophisticated techniques such as investigating the 
effect of conditionalising on a variety of variables.   These more sophisticated statistical 
techniques would, so it might be claimed, be sufficient to establish the causal link 
between smoking and heart disease without any need for the evidence provided by 
laboratory experiments.  I find such a claim quite unconvincing, but to discuss it further 
would take me too far from the aim of the present paper.  Let me just say that this 
example constitutes a challenge to advocates of the automated learning of causal relations 
from observational statistical data.   

From now on I will limit the Russo-Williamson Thesis (or RWT) to the specific 
version just formulated.  My aim in the rest of the paper is to show the RWT is supported 
by the way that medical research into smoking and heart disease developed in the period 
from 1976 to the late 1990s. 
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3.  Smoking and Heart Disease.  Is there a Linking Mechanism? 
 

Let us now return to the Doll and Peto’s paper of 1976.  Their survey of mortality 
among male doctors in the UK did not confine itself to lung cancer, but investigated all 
the recorded causes of death.  In fact the most common cause of death among the doctors 
was ischaemic heart disease.  This accounted for 3,191 deaths as compared to 441 from 
lung cancer.  Now death from ischaemic heart disease was also positively correlated with 
smoking.  The annual death rate from ischaemic heart disease per 100,000 men, 
standardized for age, in various categories was as follows (Doll and Peto, 1976, p. 1527):  
 
 
 
 
 
Non-smokers    413 
Smokers    565 (+37%) 
1-14 gms tobacco per day  501 (+21%) 
14-24 gms tobacco per day  598 (+45%) 
25 gms tobacco per day or more        677 (+64%) 
(A cigarette is roughly equivalent to 1 gm of tobacco) [116] 
 
These figures are less striking than those relating smoking to lung cancer, but they still 
show a positive correlation which is highly significant statistically.  Moreover Doll and 
Peto say (1976, p. 1534):  “Our data for ischaemic heart disease are similar to those that 
have been reported in many other studies throughout the world.”  They cite in this context 
6 studies carried out between 1965 and 1975. 

Doll and Peto are, however, cautious about drawing causal conclusions from this 
correlation.  Ischaemic heart disease is one of the conditions which they list in their table 
III, and they say (1976, p. 1528): 
 
 “Half the conditions in table III were positively related to smoking, some very 
strongly so, … .  To say that these conditions were related to smoking does not 
necessarily imply that smoking caused … them.  The relation may have been secondary 
in that smoking was associated with some other factor, such as alcohol consumption or a 
feature of the personality, that caused the disease.  Alternatively, smoking habits may 
have been modified by the disease or the relation may have been an artefact due to 
misdiagnosis, … ” 
 
As we have seen, Doll and Peto (1976) do definitely regard the link between smoking and 
lung cancer as causal in nature.  However, as regards ischaemic heart disease, they make 
the weaker claim that (p. 1535) that the excess mortality from ischaemic heart disease in 
cigarette smokers is probably wholly or partly attributable to smoking.  This caution is 
very much in agreement with the Russo-Williamson Thesis, because the background 
knowledge of heart disease in 1976 did not support any plausible mechanism linking 
smoking to heart disease.  Let us briefly review some features of this background 
knowledge. 
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The vast majority of heart disease is owing to atherosclerosis.  The word comes 
from the Greek terms:  athere = porridge, and sclerosis = hardening.  It refers to the 
formation of plaques in the arteries.  To be scientific then, we should seek a link not 
between smoking and heart disease, but between smoking and atherosclerosis.  This will 
be our strategy in the rest of the paper. 

Let us suppose large atherosclerotic plaques have been formed in the coronary 
arteries supplying blood to the heart.  One of these may break off releasing fatty lipids 
and other debris into the artery.  Alternatively, or in addition, contact with the plaque may 
cause a blood clot or thrombus to form.  The effect of this is to cut off temporarily, or 
severely reduce, the blood flow to the heart, and this in turn can cause damage and/or 
death (infarction) of heart muscle tissue (myocardium).  This is the mechanism of a heart 
attack, or myocardial infarction as it is known in the medical world.  A similar 
mechanism is responsible for strokes. 

Atherosclerotic plaques in the arteries were investigated by pathologists in the 
19th century, and in 1910 the German chemist Windaus claimed that such plaques 
consisted of calcified connective tissue and cholesterol.  The importance of cholesterol 
was reinforced by a paper published by two [117] Russians (Anitschkov and Chalatov) in 
1913.  They had succeeded in inducing atherosclerosis in rabbits by feeding them a 
cholesterol-rich diet.  Later investigations showed that cholesterol is carried in the blood 
in two forms:  low-density lipoprotein (LDL) and high-density lipoprotein (HDL).  In fact 
it is only LDL which is responsible for atherosclerosis.  HDL inhibits rather than 
encourages the disease. 

So in 1976 it was known that a high concentration of LDL in the blood favoured 
the development of atherosclerosis.  But why should smoking accelerate this process?  
The background knowledge of the time suggested no plausible mechanism linking 
smoking and atherosclerosis.  However, research into heart disease between 1976 and the 
late 1990s greatly increased medical knowledge of how and why atherosclerotic plaques 
form, and this new knowledge does support a plausible mechanism by which smoking 
may increase the rate of formation of such plaques.  I will give a brief account of some of 
the research into atherosclerosis between 1979 and the late 1990s in the next two 
sections.    
 
 
4.  Research into Atherosclerosis 1979-89   
 

To follow the course of this research, two technical terms must first be mastered, 
namely macrophages and monocytes.  Macrophages (literally ‘large eaters’) are well-
known to the general public.  They are white cells which attack and destroy microbes, 
such as bacteria, which invade the body.  Macrophages have receptors or binding sites by 
means of which they attach themselves to their prey.  This prey is then engulfed, and 
destroyed.  At least the macrophages attempt to destroy their prey.  They are not always 
successful.  Monocytes are circulating predecessors of macrophages.  If additional 
macrophages are needed at any point, monocytes arrive and turn into macrophages at the 
location of the action in the tissue. 

Let us now return to the problem of how LDL carried round by the blood stream 
can be converted into atherosclerotic plaques.  A crucial step was taken in elucidating the 
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process was taken by Goldstein et al in their paper published in 1979.  In this paper they 
showed that if LDL is modified by being acetylated, it gets taken up in large quantities by 
macrophages using a specific binding site or receptor, which later became known as the 
‘scavenger receptor’.  The macrophages which take up the modified LDL become, in 
their attempts to destroy it, bloated with lipid and resemble the foam cells to be found in 
the fatty streaks which are the first stage in the formation of atherosclerotic plaques.  This 
was a most suggestive observation, but of course acetylation of LDL in the body seemed 
an unlikely occurrence.  As Goldstein et al say (p. 337): [118] 
 
“Although in vivo acetylation of plasma LDL seems unlikely at this point, some chemical 
or physical alteration of LDL occurring in plasma or interstitial fluid may make it 
susceptible to recognition by the macrophage binding site.” 
 
Naturally this remark prompted the search for the appropriate in vivo alteration of LDL, 
and it was duly found in the next few years [Henriksen et al (1981), Steinbrecher et al 
(1984)].  The alteration was the oxidation of LDL.  This can occur quite naturally in the 
body.  It is induced by incubation of LDL with the endothelial cells which line the 
arteries.  It can also be induced by incubation with smooth muscle cells, or with 
macrophages [Jürgens et al (1987)].  Moreover oxidised LDL, just like acetylated LDL, is 
taken up by the scavenger receptor on macrophages resulting in the formation of foam 
cells bloated with lipid.  Oxidised LDL has two further properties of great interest 
[Jürgens et al (1987)].  It inhibits the movement of macrophages, while attracting 
monocytes.   

Putting all these elements together, we arrive at a mechanism by which fatty 
streaks can form within the artery walls.  This is described in Steinberg et al (1989), a 
paper with the significant title:  ‘Beyond Cholesterol.  Modifications of Low-Density 
Lipoprotein That Increase its Atherogenicity’.  The key point is that LDL, even in large 
quantities, causes no problems as long as it remains in its natural state.  However, if it is 
oxidised, then trouble starts.  Oxidised LDL is attacked by macrophages which bind it 
with their scavenger receptor, and then attempt to destroy it.  The result is the formation 
of foam cells.  If some of these are in the wall of an artery, then, because oxidised LDL 
inhibits the movement of macrophages, they remain there.  Moreover oxidised LDL 
attracts monocytes, which turn into macrophages and generate more foam cells.  Since 
macrophages also oxidise LDL, a self-reinforcing process can start, resulting in the 
formation of fatty streaks in the artery walls. 

It may seem a little odd that macrophages should try to dispose of oxidised LDL 
since the results of this attempt are somewhat unfortunate.  However it should be 
remembered that oxidised LDL can be very damaging to the cells of the body, so that its 
disposal, even at some cost, may be on balance justified.  It would obviously, however, 
be better for LDL not to be oxidised, and in fact there are many devices to protect LDL 
from oxidation.  LDL carries round with it in the blood stream a whole package of anti-
oxidants which protect it against oxidation.  The principal component of this package is 
Vitamin E, but the package also contains [Esterbauer et al,1989, p. 256] beta-carotene, 
lycopine, and retinylstearate.  Moreover in the plasma of normal blood there are large 
quantities of two powerful anti-oxidants – Vitamins C and  E.  These devices have 
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obviously evolved to prevent the oxidation of LDL and the harmful consequences of this 
oxidation. 

So by the end of the 1980s it was established that the oxidation of LDL was an 
important step in the process which led to atherosclerotic plaques.  Now this [119] seems 
at once to explain why smoking accelerates atherosclerosis.  Cigarette smoke gives rise to 
what are known as reactive oxygen species (or ROS) [Lehr et al, 1994, p. 7691].  These 
include superoxide and hydrogen peroxide.  Their effect would be to increase the 
tendency towards oxidation in the body, to introduce what is called:  ‘oxidative stress’.  
The existence of such oxidative stress in smokers was strongly confirmed in a study by 
Morrow et al (1995).  They introduced a new and superior index of the amount of lipid 
peroxidation occurring in vivo.  This was the level of F2-isoprostanes.  Sure enough this 
level proved to be much higher in smokers than non-smokers.  Morrow et al conclude 
(1995, pp. 1201-2): 
 

“Our finding that the production of  F2-isoprostanes is higher in smokers than in 
nonsmokers provides compelling evidence that smoking causes oxidative modification of 
biologic components in humans.  This conclusion is greatly strengthened by the finding 
that levels of F2-isoprostanes in the smokers fell significantly after two weeks of 
abstinence from smoking.  These results provide a basis for hypotheses that link oxidative 
damage of critical biomolecules to the pathogenesis of diseases caused by smoking.”    
 
At this point it may well look as if we have not just a plausible mechanism, but a 
confirmed mechanism linking smoking to heart disease.  Smoking introduces oxidative 
stress.  This results in more LDL being oxidised, which in turn leads to the development 
of fatty streaks in the artery walls and atherosclerotic plaques.  However, there is a 
difficulty which shows that this mechanism, however convincing it may appear at first 
sight, cannot be correct.  The difficulty concerns the place at which the oxidation of the 
LDL takes place.  Steinberg at al argue in their 1989 that LDL is not oxidised in the 
blood stream but within the artery wall.  This is what they say (1989, p. 919): 
 
 “For several reasons, it seems that the oxidation of LDL probably occurs not in 
the circulation but within the artery wall.  First, even if oxidized LDL were generated in 
the plasma, it would be swept up within minutes by the liver.  Second, oxidation is 
inhibited by plasma and so probably requires the favorable conditions of a sequestered 
microenvironoment.”  
 
As we pointed out, normal blood plasma contains large quantities of vitamins C and E, 
and these strongly inhibit the oxidation of LDL.  If, however, the blood contains a great 
deal of LDL, some LDL may diffuse into the artery wall.  Here it is no longer protected 
by the anti-oxidants of the blood plasma, and so, in the presence of oxidising agents such 
as macrophages, its own package of protective anti-oxidants may be exhausted and it may 
become oxidised.   

Now smoking introduces additional oxidising agents into the blood stream (the 
ROS), but these do not penetrate into the artery wall, and so should have no effect on the 
formation of the atherosclerotic plaques as so far described.  So far then the mechanism 
(if any) by which smoking accelerates the formation [120] of atherosclerotic plaques 
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remains a mystery.  However, as I will describe in the next section, further researches in 
the 1990s shed new light on the question. 
 
 
5.  Research into Atherosclerosis in the 1990s 
 

In the 1990s, investigations began into another aspect of the process of formation 
of atherosclerotic plaques.  If monocytes adhere to the endothelial cells lining the arteries, 
they can work their way into the artery wall, turn into macrophages and accelerate any 
on-going process of plaque formation.  Now cigarette smoke consists of 92% gaseous 
components and 8% particulate constituents.  These particulate constituents are known as 
cigarette smoke condensate.  In 1994, Kalra et al discovered that cigarette smoke 
condensate increases significantly the tendency of monocytes to adhere to the endothelial 
cells.  As they say (Kalra et al, 1994, p, 160): 
 
“It thus appears that cigarette smoke particulate constituents potentiate adherence of 
monocytes to the vascular endothelial cell lining.  This presumably is followed by trans-
migration of adhered monocytes into the subendothelium space to form foam cells and 
subsequent atherosclerotic lesion formation.” 
 
Interestingly Kalra et al elucidate the mechanism which brings about the increased 
adherence of the monocytes.  They describe it as follows (1994, p. 155): 
 
“ … the recruitment of monocytes to the endothelial surface could occur as a result of 
change in the adhesive properties of the endothelial surface. 

The results presented here show that cigarette smoke condensate (CSC), the 
particulate phase of cigarette smoke, causes an increase in the expression of CD11b on 
monocytes and ICAM-1, ELAM-1, and VCAM-1 adhesion molecules on endothelial 
cells with a concomitant increase (70-90%) in the basal adherence of monocytes to 
cultured endothelial cells.” 
 
Daniel Steinberg, who played a key part in the elucidation of the mechanisms described 
in the previous section, made a useful comment on the situation in his 1995 paper.  Here 
he pointed out that the studies carried out so far had been mainly concerned with the 
formation of fatty streaks in the artery walls, but that these are only the earliest 
atherosclerotic lesions.  He writes (1995, p. 37): 
 
“How long does it take for a new fatty streak to become a clinically threatening lesion?  
We cannot be sure, but we know that by age 25 some 20-30% of the aorta is covered by 
fatty streak lesions and yet myocardial infarction seldom occurs before age 50.  If lesion 
progression is more or less linear as a function of time, we might conclude that it takes 20 
years or more for a new fatty streak to become the nidus for coronary thrombosis.” [121] 
 
This suggests that more attention should be devoted to the development of atherosclerotic 
plaques than to their initial stages.  One factor to which attention is drawn by Poston and 



 12 

Johnson-Tidey in their 1996 concerns the rate at which monocytes adhere to the 
endothelium of the artery.  They write (1996, p. 75): 
 
“ … at 20 or 37oC, human peripheral blood monocytes … showed selective binding to 
atherosclerotic plaques, compared with non-atherosclerotic arterial intima … Adhesion 
occurred to the endothelium of the plaque area … The binding to non-atherosclerotic 
artery endothelium was much less, and the difference was highly significant … ” 
 
They go on to suggest that a positive feedback mechanism may develop in which 
atherosclerotic plaques as they develop attract more and more monocytes which cause 
them to develop further.  As they point out (p. 73) there could be a link here to the 
question of the effects of smoking on atherosclerosis in the light of some earlier work of 
Lehr et al 1994, to which we now turn. 

Lehr et al investigated the effects of cigarette smoke on hamsters.  They showed 
that cigarette smoke increased the rate of adhesion of leukocytes to arterial endothelium, 
and that this rate of adhesion was significantly reduced by vitamin C, but not by vitamin 
E.  They argue that the increase in the rate of adhesion was due to the reactive oxygen 
species (ROS) produced by cigarette smoke (CS).  From this they draw the following 
conclusion (Lehr et al, 1994, p. 7691): 
 
“The fact that the water-soluble vitamin C, but not the lipid-soluble antioxidants vitamin 
E and probucol (which contribute little to serum antioxidant activity), afforded protection 
from CS-induced changes indicates that CS-induced leukocyte adhesion and aggregate 
formation with platelets involves isolated, direct attacks of aqueous-phase ROS, rather 
than the sequelae of membrane lipid peroxidation.  Like dietary vitamin C, a single 
intravenous injection of vitamin C just 5 min prior to CS exposure resulted in a similar 
protection from CS-induced leukocyte/platelet/endothelium interaction, suggesting that 
vitamin C does not need to be incorporated into cells in order to be effective, but that it 
merely needs to be circulating in the bloodstream in order to neutralize aqueous phase 
ROS …” 
 
We saw earlier that the oxidation of LDL which is relevant to the formation of 
atherosclerotic plaques was thought in the 1980s to occur within the artery walls rather 
than in the blood stream and so was unlikely to be produced by smoking.  However, the 
results of Lehr et al indicated that there was another oxidation process which did occur in 
the blood stream and which affected atherosclerosis.  This was the process which resulted 
in an increased rate of activation, aggregation, and adhesion of leukocytes to the 
endothelium of the artery.  The process was known to involve oxidation because it was 
inhibited [122] by anti-oxidants, and it was known to occur in the bloodstream because it 
is inhibited by vitamin C but not vitamin E.  Lehr et al remark (1994, p. 7692): 
 
“Corroborative evidence can be derived from epidemiological surveys which consistently 
demonstrate a significant consumption of vitamin C, but not of vitamin E, in the plasma 
of smokers …” 
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Here then, at last, was a mechanism linking smoking to atherosclerosis.  Smoking 
produced oxidative stress.  This increased the adhesion of leukocytes to the endothelium 
of the artery, which in turn accelerated the formation of atherosclerotic plaques.  This 
mechanism was certainly plausible, and indeed could be regarded as at least partially 
confirmed.  So it was sufficient for the Russo-Williamson Thesis in the form in which I 
have formulated and defended it.         
 
 
6.  Conclusions   
 

In this paper I have formulated a version of the Russo-Williamson thesis 
according to which observational statistical evidence alone is not sufficient to establish 
that A causes B.  Such evidence can only establish that A and B are correlated.  One way 
of going from correlation to causation is to show that there is a plausible mechanism 
linking A to B.  This version of the thesis was tested out and confirmed by 3 examples 
from medicine.  The first example is the claim that smoking causes lung cancer.  This 
was taken as established by Doll and Peto in 1976 on the basis of strong observational 
statistical evidence, which accords with our version of the RWT because there was a 
plausible mechanism linking smoking and lung cancer.  By the early 1980s, a number of 
observational studies had shown that there was also a strong correlation between drinking 
heavily and lung cancer.  However, this was not taken as showing a causal connection, 
but rather as being explained by confounding factors such as smoking.  This again agrees 
with our version of the RWT since there was, and is, no plausible mechanism linking 
heavy drinking to lung cancer.  The third example concerned smoking and heart disease.  
We saw that Doll and Peto established a strong correlation between the two in 1976, and 
yet were hesitant about inferring a causal connection.  They thought that causality was 
probable but had not been established.  This again agrees with our version of the RWT 
because no plausible mechanism linking smoking and heart disease had at that time been 
shown to exist.  However I went on to show that between 1979 and the late 1990s 
research into atherosclerosis did bring to light a mechanism linking smoking to an 
acceleration of the rate of formation of atherosclerotic plaques.  This mechanism was at 
least plausible and perhaps even confirmed.  So it justified the increasing acceptance that 
smoking causes heart disease.  However, an account of the research shows [123] that the 
path to a plausible mechanism here was a winding one.  Some earlier results suggested a 
mechanism which for quite subtle reasons could not be correct, and the linking 
mechanism which now looks plausible has a rather different character.  This is a nice 
illustration of the difficulties of establishing plausible mechanisms through research in 
the medical field.   
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