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1.  Introduction.  Research Assessment Systems 
 

The aim of this talk is to give a summary of the main ideas of a book entitled:  
How Should Research be Organised? which I published in December 2008 to coincide 
with the appearance of the results of the Research Assessment Exercise conducted in 
2008.  

My book concentrates on the Research Assessment Exercise or RAE, but also 
discusses the Research Excellence Framework or REF, which the government was 
planning to introduce as a replacement for the RAE after 2008.  Already by the end of 
2008 the government had changed its mind several times about the form which the REF 
would take, and there have been further changes of plan since.  Fortunately, however, the 
arguments of my book are quite general and apply to any system of research organisation 
of the same general type as the RAE and REF.  Another complication is that there are 
unfortunately plans to introduce systems of research organisation modelled to some 
extent on the RAE and REF in other countries, such as France and Italy.  These systems 
will very likely differ in detail from both the RAE and the REF, whatever form the latter 
finally takes.  It will be convenient therefore to present my arguments in general terms so 
that they apply to all these various systems.  I will therefore introduce the concept of a 
Research Assessment System, or RAS which I define as follows: 

A Research Assessment System is a system in which groups of researchers are 
assessed at intervals.  If the assessment is good, the group retains its funding or gets 
more, while, if the assessment is bad, the group’s funds are reduced or perhaps removed 
altogether. 

Now a Research Assessment System might seem, at first sight, to be an obvious 
and common sense procedure.  We want to produce good research.  So let us first find out 
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who the good researchers are by an assessment, and then give funding to good 
researchers while removing it from bad researchers.  In this way we will obviously 
improve the quality of the research produced.  What could be wrong with such a system? 

The defect in the system is, I claim, a simple one.  The study of history of science 
shows that it is not in fact possible for researchers to give accurate assessments of 
contemporary research.  After twenty or thirty years, the assessments of a piece of 
research have normally reached a consensus which does not change much thereafter.  
However, this consensus after twenty or thirty years may be wildly different from the 
judgements which were made at the time the research was first produced.  Research 
which was then thought to be really important may, after twenty or thirty years, be seen 
as the exploration of a blind alley, while research which was thought then to be of no 
value may after twenty or thirty years be seen to be a crucial breakthrough. 

The phenomenon to which I wish to draw attention could be described as delayed 
recognition.  Let us suppose that a scientist, Mr S say, publishes a paper in which he 
proposes a new theory based on his research, which, after thirty years, is recognised as a 
major advance in the field.  It may well be that his fellow scientists working in that field 
may not immediately recognise that Mr S’s new theory is a good one.  They may initially 
think that Mr S’s theory is completely wrong, and largely ignore his work.  Mr S. may 
then have to continue developing his theory through his research and perhaps that of a 
few supporters for many years before its value is recognised by the scientific community. 

While the history of science provides us with dozens of examples of the failures 
of assessments of contemporary research and consequent delayed recognition, the 
philosophy of science provides a good explanation of why this occurs.  It emerges that 
the errors made by researchers are not a matter of some accidental stupidity, which might 
be corrected by taking more care.  They are rather intrinsic to the research process itself.  
As a result relying on research assessments introduces a systematic and negative 
distortion into the research community.  It tends to stifle important innovations, while 
encouraging routine research of a rather dull and boring character.  Research Assessment 
Systems are also very expensive to implement.  Thus they increase the costs of research, 
while reducing the quality of the output, and so make research organisation less efficient. 

This then is a brief summary of my criticism.  To go into more details, I will in 
this paper consider two basic methods of assessing research – peer review and 
bibliometrics. 
 
 
2.  Defects in Peer Review 
 

Peer review means that the value of a researcher’s work is judged by a group of 
researchers working in the same field – the ‘peers’ of the given researcher.  The RAE was 
entirely based on peer review, and indeed involved a double use of peer review.  To be 
entered for the RAE, a work usually had to be published in an academic journal, and most 
academic journals use peer review to assess whether submitted papers are worth 
publishing.  Then of course the already published work is submitted to the RAE 
committee for a further peer review evaluation. 

There is, however, a major problem with peer review.  A study of history shows 
that it can in some cases go very wrong.  It can happen that the majority of contemporary 
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researchers in a field can judge as worthless a piece of research which is later, with the 
benefit of historical perspective, seen as constituting a major advance.  In my book 
(Gillies 2008), I consider in detail three examples of major research advances which were 
judged by contemporary researchers to be valueless.  The first is Frege’s introduction of 
modern mathematical logic, which has become an essential tool for computers.  Frege 
published his new system of logic in 1879 in a short nmonograph  entitled: Begriffsschift 
(Concept Writing),  Historians of logic give very favourable judgements on this work.  
For example Bochenski in 1962 wrote (Gillies, 2008, p. 15): 
 
‘Among all these logicians, Gottlob Frege holds a unique place.  His Begriffsschift can 
only be compared with one other work in the whole history of logic, the Prior Analytics 
of Aristotle.’ 
 
In the same year William and Martha Kneale wrote (Gillies, 2008, p. 15): 
 
‘Frege’s Begriffsschrift is the first really comprehensive system of formal logic. … 1879 
is the most important date in the history of the subject.’ 
 
These then are the judgements of later historians, but what were the views of Frege’s 
peers, i.e. contemporary researchers in the field of logic?  We know what these were 
because there were 6 reviews of the Begriffsschrift, and the general consensus of these 
reviewers, who included some of the best logicians of the day, was that the Begriffsschrift 
contained nothing of any value.  For example Hoppe wrote (Gillies, 2008, p. 16): 
 
‘ … we doubt that anything has been gained by the invented formula language … .’ 
 
Venn wrote (Gillies, 2008, p. 18): 
 
‘ … it does not seem to me that Dr. Frege’s scheme can for a moment compare with that 
of Boole. … Dr Frege’s system … seems to me cumbrous and inconvenient.’ 
 

The second example in my book is Semmelweis’ research into the causes of 
puerperal fever which led him to recommend the introduction of antiseptic precautions in 
hospitals such as washing the hands with antiseptic. 

The hand washing recommended by Semmelweis, is now absolutely standard in 
hospitals.  Medical staff have to wash their hands in antiseptic soap (hibiscrub), and there 
is also a gelatinous substance (alcogel) which is squirted on to the hand.  Naturally a 
doctor’s hands must be sterilised in this way before examining any patient – exactly as 
Semmelweis recommended.  Recently new regulations have been introduced in hospitals 
in the UK requiring visitors also to wash their hands in disinfectant. 

Not only are Semmelweis’s views regarded as largely correct form a modern 
point of view, but the investigation which led him to them is now held up as model of 
good scientific method.  In fact Hempel in his 1966 book: Philosophy of Natural Science 
gives a number of examples of what he regards as excellent scientific investigations, and 
the very first of these is Semmelweis’s research into puerperal fever. 
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This then is the modern point of view, but how did Semmelweis’s contemporaries 
react to his new theory of the cause of puerperal fever and the practical recommendations 
based on it?  The short answer is that Semmelweis’s reception by his contemporaries was 
almost exactly the same as Frege’s.  Semmelweis did manage to persuade one or two 
doctors of the truth of his findings, but the vast majority of the medical profession 
rejected his theory and ignored the practical recommendations based upon it.  I discuss 
some of the detailed responses to Semmelweis in my longer paper on the subject (see 
Gillies, 2005, pp. 178-9).  Here I will only mention one typical reaction.  After 
Semmelweis had made his discovery in 1848, he and some of his friends in Vienna wrote 
about them to the directors of several maternity hospitals.  Simpson of Edinburgh replied 
somewhat rudely to this letter saying that its authors obviously had not studied the 
obstetrical literature in English.  Simpson was of course a very important figure in the 
medical world of the time.  He had introduced the use of chloroform for operations, and 
had recommended its use as a pain-killer in childbirth.  His response to Semmelweis and 
his friends is very similar in character to Venn’s review of Frege’s Begriffsschrift. 

The third example is Copernicus’ heliocentric hypothesis.  This is very well 
known and I need not dwell on it at length.  The heliocentric hypothesis, when it was 
introduced, was considered absurd not only by the general public but by most 
professional astronomers of the time.  Only a few researchers in astronomy, notably 
Kepler and Galileo, did side with Copernicus and carried out researches developing his 
theory.  Moreover, it was very many years before the heliocentric hypothesis won general 
acceptance among astronomers, and even then it was still resisted by the Roman Catholic 
Church.    

Many further examples of this sort could easily be given, and I will describe one 
recent example in the next section.  To make matters worse, what the study of history 
shows is that peer reviews most often go wrong for the really important research 
advances.  Suppose a researcher makes a small, but competent, advance of a routine kind.  
Peer reviews in such circumstances will usually be able to give his or her work a 
reasonable evaluation.  When, however, a researcher makes an advance which is later 
seen as a key innovation and a major breakthrough, peer review may very well judge it to 
be absurd and of no value.  How is this strange phenomenon to be explained?  It is to the 
credit of the philosophy of science that it can provide a very convincing explanation. 
 
 
3.  Explanation of the Defects in Peer Review.  Paradigms and Research 
Programmes 
 

So how is it possible for peer reviews to go so wrong, and to judge as worthless 
what are later seen as major advances in the subject?  At first it may seem paradoxical 
that this should occur.  After all, the peers, who do the reviewing, are all experts in the 
field and active researchers.  Surely they, of all people, should be able to recognise good 
research when they see it.  Despite the apparent strangeness of this situation, the reasons 
why it occurs can in fact be quite well explained using ideas from the philosophy of 
science, more specifically using Kuhn’s paradigms, and Lakatos’ research programmes. 
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Kuhn presents a model of scientific revolutions, and the Copernican revolution is perhaps 
his principal example of such a revolution.  Frege’s work can be considered as a initiating 
a revolution in logic analogous to the Copernican revolution.  The change was from an 
Aristotelian paradigm, whose core was the theory of the syllogism, to a new paradigm 
whose core was propositional and first-order predicate calculus. Then again 
Semmelweis’s investigation can be seen as one of the first steps in a revolution in 
medicine.  The change was from a paradigm whose core was the miasma and contagion 
theories of disease to a new paradigm with the germ theory of disease as its core. 

Now one of the strengths of Kuhn’s theory is that it explains why the scientific 
community made such mistaken judgements regarding figures like Copernicus, 
Semmelweis and Frege.  On Kuhn’s model, at the beginning of a revolution almost all the 
researchers in the field accept what is then the dominant paradigm, and, from the point of 
view of this paradigm, the new revolutionary approach will indeed seem absurd. 

Another important consequence of Kuhn’s theory is that the mistaken judgements 
regarding Copernicus, Semmelweis and Frege are not features of science’s past, but are 
likely to recur over and over again.  Of course, long before Kuhn, the Copernican 
revolution had been studied by historians of science.  However, it tended to be regarded 
as something of a ‘one-off’ event – a dramatic change which had introduced modern 
science, but was not likely to recur.  This is reflected in the fact that it was often referred 
to as:  The Scientific Revolution.  Kuhn’s originality was to suggest that all branches of 
science develop through periodic revolutions.  This new view was obviously suggested 
by the revolution in physics in the first few decades of the twentieth century which led to 
the triumph of relativity theory and quantum mechanics. 

Kuhn’s model of scientific development is, in my view, strongly confirmed by 
studies in the history of science, and it has the great merit that it explains the historical 
failures of peer review.  Such failures occur when a new approach based on a new 
paradigm is introduced.  To the peer reviewers who have all been trained in the old 
paradigm and accept it implicitly, this new approach which contradicts the old paradigm 
appears absurd.  Later, when the new paradigm has become accepted, and the old 
paradigm largely forgotten, it is the objections of the peer reviewers which seem absurd 
and inexplicable.  How could such intelligent researchers have failed to appreciate what 
to us is so obviously a major advance?  The answer is that the work appears to us to be a 
major advance because we have been trained in, and implicitly accept, the new paradigm, 
while to the original peer reviewers it appeared to be absurd because they had been 
trained in and implicitly accepted the old paradigm.  

However, the failure of peer review need not be exclusively associated with 
scientific revolutions, and paradigm shifts.  It can occur in what Kuhn calls ‘normal 
science’ as well.  To see this, let us suppose that research is being carried out on some 
problem and that four different research programmes have been proposed to solve it.  We 
can further suppose that all four of the programmes are compatible with the dominant 
paradigm, so that we are not dealing with revolutionary science.  It may be almost 
impossible to say at the beginning which of the four programmes is going to lead to 
success.  Suppose it turns out to be programme number 3.  Let us suppose further (which 
indeed is often the case) that initially programme 3 attracts many fewer researchers than 
programmes 1,2 &4.  Now it is characteristic of most researchers that they think their 
own approach to the problem is the correct one, and that other approaches are misguided.  
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If a peer review is conducted by a committee whose researchers are a random sample of 
those working on the problem, then the majority will be working on programmes 1,2 & 4, 
and are therefore very likely to give a negative judgement on programme 3.  As the result 
of the recommendation of such a peer review, funding might be withdrawn from 
programme 3, and the solution of the problem might remain undiscovered for a long time.  

An important principle emerges from this, namely that Research Assessment 
Systems which are based on peer review, are likely to concentrate funding on the most 
popular, or mainstream, research programmes, while withdrawing funding from, and 
sometimes closing down altogether, minority research programmes on which few 
researchers are working.  Actually the Kuhnian examples of revolutionary science and 
paradigm shifts are only a special case of this principle.  In a scientific revolution, the 
scientists who introduce a new research programme based on a new paradigm, or who are 
among the first to start working on it, will almost certainly be a minority within the 
research community of the time.  This tends to be obscured in histories of science since 
these pioneering scientists are the ones who are remembered and whose works are 
studied, while the majority who still accepted the old paradigm are forgotten.  Thus, in 
the Copernican revolution, we remember Galileo and Kepler because they accepted the 
Copernican view, and consequently make striking advances.  Their contemporaries who 
continued working in the old Aristotelian-Ptolemaic paradigm are largely forgotten, even 
though they were the majority at the time. 

Now sometimes the mainstream research programme cracks the problems being 
tackled.  Sometimes, however, it is a very minority research programme only adopted by 
a few researchers which leads to the major advances.  A recent example of this is the 
discovery that a form of cervical cancer is caused by a preceding infection by the 
papilloma virus.  In 2008, Zur Hausen was awarded the Nobel prize for this discovery.  In 
the research which led to the discovery, however, the majority of researchers favoured 
the view that the causal agent for cervical cancer was a herpes virus and not a papilloma 
virus.  Zur Hausen was one of the few who favoured the papilloma virus. 

One of the reasons why the research community favoured the idea that a herpes 
virus was the cause of cervical cancer was that it had been shown that a herpes virus, the 
Epstein-Barr virus was the cause of another cancer:  Burkitt’s Lymphoma.  The 
dominance of the herpes virus approach is shown by the fact that, in December 1972, 
there was an international conference of researchers in the area at Key Biscayne in 
Florida, which had the title:  Herpesvirus and Cervical Cancer.  Zur Hausen attended this 
conference and made some criticisms of the herpesvirus approach.  He said that he 
believed that the results indicate at least a basic difference in the reaction of herpes 
simplex virus type 2 with cervical cancer cells, as compared to another herpes virus, 
Epstein-Barr virus.  In Burkitt’s lymphomas and nasopharyngeal carcinomas, the tumor 
cells seem to be loaded with viral genomes, and obviously the complete viral genomes 
are present in those cells.  Thus a basic difference seems to exist between these 2 
systems.  (cf. Goodheart, 1973, p. 1417).  It is reported that the audience listened to zur 
Hausen in stony silence (Mcintyre, 2005, p.35).  The summary of the conference written 
by George Klein (Klein, 1973) does not mention zur Hausen.  Clearly at that time, peer 
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reviews of zur Hausen’s research programme would not have been very favourable, 
although in the long run zur Hausen proved to be right.1    

This then is a clear case in which a Research Assessment System based on peer 
review would have made it likely that funding for an ultimately successful research 
programme would have been reduced or eliminated.  The example also shows that cutting 
off funding from minority research programmes is likely to be very harmful to the 
progress of science.  Yet a Research Assessment System which is based on peer 
reviewing is likely to have just such an effect.  This concludes my discussion of peer 
review.  Let us now turn to bibliometrics to see whether they can improve the situation. 
 
 
4.  Are Bibliometrics Better? 
 

The development of computer technology has created vast data-bases containing 
information about research being carried out.  This suggests that instead of getting a 
panel of humans to judge the value of the research output of a group, one might be able to 
do it by extracting information from these data-bases, and introducing various 
measurement formulas.  Such formulas are known as bibliometrics, or metrics for short.   

A simple example of a metric is a citation index.  It works like this.  The value of 
a paper is assessed by counting the number of times that paper is referred to by other 
papers in the field.  The more the references or citations, the better the research in the 
paper in question is judged to be.  I can illustrate the idea behind the concept of citation 
index by describing some bibliometric research which I conducted a few years ago (in 
2004).  I was interested in ascertaining which philosophers were most admired by those 
who contributed to the well-known UK philosophy journal Mind in the period 1991-5.  I 
therefore counted the number of references to authors in Mind during those years.  I 
considered articles and review articles, but not reviews.  If an author was cited, I counted 
as separate references only those from separate works by the author.  The top 5 authors 
by number of citations are given in Table 1. 
 
         Table 1 
 
The top 5 authors by number of references in Mind in the period 1991-5 
 
 Author   Number of references 
1. Frege    77 
2. Davidson   68 
3. Lewis    67 
4=. Dummett   36 
4=. Quine    36  
 
The curious thing about this table is the following.  Those in positions 2 to 4= in the table 
were all then living philosophers occupying eminent positions in the English speaking 
academic world (Berkeley, Princeton, Oxford, and Harvard).  However, the top 
                                                
1 I am grateful to Brendan Clarke for providing me with details of the zur Hausen case.  He is giving an 
account of zur Hausen’s work as part of a PhD on causality in medicine. 
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philosopher by this criterion was none other that Frege who had died in 1925 over 65 
years before.  Let us now give an analysis of the likely effects of using citation indices as 
criteria for research excellence. 

It is obvious that to receive a lot of citations, a paper must contribute to a research 
programme on which a lot of other researchers are working.  Of course not all papers 
contributing to such a research programme will get many citations.  However, a paper 
contributing to a research programme on which very few researchers are working is 
condemned from the start to receive a low rating on a citation index, even if the one or 
two other researchers on the programme actually give the paper a favourable reception.  
Hence the use of citation indices to evaluate the quality of research will have exactly the 
same effect as using peer review.  It will encourage researchers to work on the standard 
paradigms and mainstream research programmes while strongly discouraging them from 
trying new approaches and minority research programmes, thus stifling innovations.  We 
can see this easily by asking how well Frege would have done if a research assessment 
system based on citation indices been in force in his day?  The answer is clearly very 
badly.  In my book  (Gillies, 2008, p. 18), I gave some details of the reception of Frege’s 
works.  His 1879 Begriffschrift received appalling reviews, his subsequent works of 1884 
and 1893 received fewer but equally unfavourable reviews (3 for his book of 1884 and 2 
for his book of 1893).  Frege’s work was completely unrecognised during most of his 
academic life.  Only in the late 1890s and early 1900s did a few avant-garde researchers – 
notably Peano and Russell – begin to study Frege at all.  However, even then, the 
numbers of those researchers who studied Frege would not have been sufficiently high to 
give him a good rating on any citation index.  So we can conclude that, if a Research 
Assessment System based on citation indices had been in force in Frege’s life-time, he 
would have obtained a very low rating, and no doubt have had his research time cut back, 
thus preventing him from writing those works which led to the Table 1 stellar citation 
index performance 65 years after his death. 

Our analysis shows that the use of bibliometrics for research evaluation has 
exactly the same faults as the use of peer review.  However, bibliometrics may introduce 
new bad features.  Let us consider a metric, which has been suggested for use in the new 
British REF.  The idea is to measure a department’s research success in a given period by 
using, as a metric, the amount of research funding the department has been able to obtain 
in the period in question.  Now grants are assigned on the basis of peer review, and so 
this metric once again will have all the defects already noted in peer review.  Moreover it 
is likely to have a further, less immediately obvious, disadvantage which is pointed out 
by Frey and Osterloh in their 2008, p. 9, namely that ‘The tendency to measure research 
performance by the size of grants received creates an incentive to undertake more 
expensive, rather than relevant research’.  This is a particularly harmful incentive since it 
will strengthen the flow of funding to large-scale mainstream research programmes, 
while cutting funding to minority research programmes.  Yet, as the recent example of 
zur Hausen and the papilloma virus shows, minority research programmes are often the 
successful ones and produce the big breakthroughs.  

Use of citation indices for evaluating research has another problem.  This system 
of research assessment has already led to the formation of ‘citation clubs’ in which 
researchers do deals to cite each others’ papers.  Such a development will inevitably 
accelerate if bibliometrics come to be used on a wide scale for research assessment.  This 
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is a good example of how introducing criteria of evaluation can change what is evaluated 
for the worse.  A paper whose author honestly cites those other papers which influenced 
him or her and which he or she thinks to be important can be immensely valuable for 
other researchers.  It gives them an insight into how that author developed his or her ideas 
and how he or she sees the field.  Deviations from this honesty are harmful to the 
research enterprise.  If an author fails to mention, or discuss adequately, a work from 
which he or she really took some significant ideas, that is obviously plagiarism and is 
generally condemned.  However, it is just as dishonest and harmful for an author to cite 
works which he or she did not in fact use, and which perhaps he or she actually thinks are 
really quite bad.  Such citations give a distorted and misleading impression of the 
author’s true position.  If bibliometrics come to widely used as a method of research 
assessment, citation clubs will undoubtedly grow correspondingly.  Research papers will 
therefore be loaded with dozens of irrelevant references reducing the quality and 
usefulness of the papers.  
 
 
5.  The Defects of Research Assessment Systems.  Type 1 and Type 2 Errors.  
Throwing away the Pink Diamonds 
 

Having analysed the defects of peer review and bibliometrics for evaluating 
research, let us now turn to considering the effects on research of adopting a Research 
Assessment System or RAS, which is based on peer review or bibliometrics or some 
combination of the two.  To do so, it will be useful to make a distinction which is 
analogous to one made in the theory of statistical tests.  Statistical tests are said to be 
liable to two types of error (Type 1 error, and Type 2 error).  A Type 1 error occurs if the 
test leads to the rejection of a hypothesis which is in fact true.  A Type 2 error occurs if 
the test leads to the confirmation of a hypothesis which is in fact false.  Analogously we 
could say that a Research Assessment System commits a Type 1 error if it leads to 
funding being withdrawn from a researcher or research programme which would have 
obtained excellent results had it been continued.  A Research Assessment System 
commits a Type 2 error if it leads to funding being continued for a researcher or research 
programme which obtains no good results however long it goes on.  This distinction leads 
to the following general criticism of RASs.  RASs concentrates exclusively on 
eliminating Type 2 errors.  The idea behind RASs is to make research more cost effective 
by withdrawing funds from bad researchers and giving them to good researchers.  No 
thought is devoted to the possibility of making a Type 1 error, the error that is of 
withdrawing funding from researchers who would have made important advances if their 
research had been supported.  Yet the history of science shows that Type 1 errors are 
much more serious than Type 2 errors.  The case of Semmelweis is a very striking 
example.  The fact that his line of research was not recognised and supported by the 
medical community meant that, for twenty years after his investigation, thousands of 
patients lost their lives and there was a general crisis in the whole hospital system. 

In comparison with Type 1 errors, Type 2 errors are much less serious.  The worst 
that can happen is that some government money is spent with nothing to show for it.  
Moreover Type 2 errors are inevitable form the very nature of research.  We can see this 
by considering again the example involving competing research programmes which we 
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introduced in section 3.  Suppose research is required on some problem, and there are 
four different approaches to its solution which lead to four different research 
programmes.  It may be almost impossible to say at the beginning which of the four 
programmes is going to lead to success.  Suppose it turns out to be research programme 
number 3.  The researchers on programmes 1,2 &4 may be just as competent and hard-
working as those on programme 3, but, because their efforts are being made in the wrong 
direction, they will lead nowhere.  Suppose programme 3 is cancelled in order to save 
money (Type 1 error), then all the money spent on research in the problem will lead 
nowhere.  It will be a total loss.  On the other hand if another programme (5) is also 
funded, the costs will be a bit higher but a successful result will be obtained.  This shows 
why Type 1 errors are much more serious than Type  2 errors, and why funding bodies 
should make sure that some funding at least is given to every research school and 
approach rather than concentrating on the hopeless task of trying to foresee which 
approach will in the long run prove successful. 

It is sometimes difficult to keep in mind the exact distinction between a Type 1 
and a Type 2 error.  This task will, I think be made easier by introducing an analogy.  
Suppose we have a system to separate flawed diamonds, which have little value, from 
clear diamonds which are valuable.  This system, let us suppose, works very efficiently in 
eliminating worthless flawed diamonds, but then it turns out to have a crucial defect.  As 
well as eliminating the flawed diamonds, it eliminates the pink diamonds, and pink 
diamonds have a value between five hundred and a thousand times greater than that of 
the ordinary (white) clear diamonds.  
 
 
     Figure 1 
  

                                                  
           
           A rough white and polished pink diamond from the Argyle collection 
 
Once our system had been found to have this defect by diamond producers, they would 
hastily stop using it.  My claim is that Research Assessment Systems have exactly the 
same defect.  They are liable to throw away the pink diamonds.  The pink diamonds in 
this case are characters like Frege, and Semmelweis, or, more generally, researchers 
working on minority research programmes, which are unpopular for the moment, but 
destined to yield brilliant results in the future.  Such people are at risk, in RASs, of 
having their funding or research time reduced, or cut off completely, thereby holding up 
the progress of knowledge. 
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The general effect of RASs, whether based on peer review or bibliometrics, is to 
concentrate funding on the majority or mainstream research programmes, while cutting 
funding for minority research programmes.  This means that research will be limited to 
what Kuhn calls ‘normal science’ since any revolutionary movement in science will start 
as a minority research programme which is likely to seem absurd to the majority of peer 
reviewers, i.e. normal scientists.  We illustrated this by the cases of Copernicus, Frege, 
and Semmelweis.  Thus RASs are liable to suppress scientific revolutions and all the 
enormous progress in knowledge which these bring. 

Even within normal science, however, the effect of RASs is likely to be negative.  
RASs will tend to cut back funding on minority research programmes, and yet it is such 
programmes which so often yield the big breakthroughs, as the case of zur Hausen and 
the papilloma virus illustrates.  Of course the distinction between normal science and 
revolutionary science should not be taken too seriously.  Any major advance in research 
is likely to have something revolutionary about it, something which challenges accepted 
ideas and paradigms.  It is likely initially to start with a few researchers working on a 
research programme which the majority of peer reviewers regard as misguided.  It is 
therefore likely to be suppressed by a RAS. 

I can now sum up as follows.  The net effect of a RAS is to shift the research 
community in the direction of producing the routine research of normal science resulting 
in slow progress and small advances.  At the same time it will have the effect of tending 
to stifle the really good research – the major advances, the exciting innovations, the big 
breakthroughs.  RASs are also costly.  The assessments they involve necessitate the 
appointment of a lot of administrative staff who need to be paid.  Researchers are forced 
by RASs to spend a good deal of their time working not on their research but on 
preparation for the assessment of their research, and on assessing other people’s research 
through peer review etc.  All this drives up the cost of the research.  So RASs increase the 
costs of research, while lowering the quality of the research produced.  

So my conclusion is that Research Assessment Systems should be abolished. 
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