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1.  Introduction 
 
 The present talk differs considerably from my previous two talks.  These 
expounded topics on which I have been working for the last twenty years and so 
represented finished work.  My aim in this talk, however, is rather to sketch a research 
programme for future work without presenting any very definite results or 
conclusions. 
 In order to explain my approach, I will compare and contrast it with that 
adopted in a paper on a similar topic by Landes, Osimani, Poellinger, which was 
published in January of this year (2018). One difference, as explained in the preivous 
talk, is that I use the classification of evidence for medicine which is expounded in 
more detail in my recent book (Gillies, 2018) rather than the system of Bradford Hill.    
Secondly I think it is worth considering non-Bayesian as well as Bayesian approaches 
to confirmation theory.  Statistics is still divided into Bayesian and classical.  As I will 
argue later in the talk, there is room for a non-Bayesian confirmation theory 
corresponding to classical statistics.  Both Fisher and Popper tried to develop such a 
confirmation theory, but they were both unsuccessful.  However, creating such a non-
Bayesian confirmation theory is not in my view such an impossible task.  So, the best 
way of trying to develop confirmation theory is, in my opinion, the one, which I will 
adopt in this talk, namely to explore both Bayesian and non-Bayesian approaches, and 
see which works better. 
 Now the last time I attempted anything in formal confirmation theory was 
twenty years ago in my 1998 paper.  At that time, I was working on the philosophy of 
AI, and I tried, successfully, to develop a measure of confirmation, which fitted with a 
well-known machine learning program of that time.  Since 1998, however, I have 
been working on philosophy of medicine, and have only attempted an informal 
qualitative analysis of evidence in medicine.  Since some principles concerning 
evidence in medicine have now been formulated, the time seems ripe to attempt a 
more formal analysis of confirmation in medicine.  The approach, which it is natural 
for me to adopt, is to pick up from my 1998 paper, and see whether it can be adapted 
to the new problems of evidence in medicine.  This is what I will do in the present 
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talk.  I will begin in the next section by making some general remarks about 
confirmation theory.    
 
 
2.  General Remarks on Confirmation Theory 
 
 In both science and everyday life, we use the notion of evidence (e) 
confirming a hypothesis (h) or a prediction (d).  Confirmation theory is an attempt to 
analyse this crucial notion of confirmation.  The degree of confirmation of h given e is 
written C(h, e).  Strictly speaking, the evidence e will be in addition to some 
background knowledge, or assumptions, b.  Thus we should really write C(h, e&b).  
The background knowledge, or assumptions, will, however, often be omitted for ease 
of writing, but they should not be forgotten. 
 In ordinary language, confirmation has a number of synonyms such as 
corroboration.  Popper used the term ‘corroboration’ to distinguish his own theory 
from that of Carnap who spoke of ‘confirmation’.  I will not follow this convention, 
but rather use ‘corroboration’ to mean exactly the same as ‘confirmation’.  I will 
express the difference between Carnap and Popper by saying that Carnap was a 
Bayesian, and Popper a non-Bayesian. 
 Now, as Hume says (1748, Section 87, p. 110): “A wise man … proportions 
his belief to the evidence.”  We can thus assume that, in the natural sciences at least, 
C(h, e&b) represents the degree to which it is reasonable to believe in h for someone 
who has evidence e and background knowledge b.  This is more questionable in the 
social sciences, where emotions and ideologies play a big part, but I will not here be 
dealing with the social sciences. 
 We can now state what is the perhaps the key assumption of Bayesianism.  It 
is that C(h, e&b) satisfies the standard axioms of the mathematical theory of 
probability (the Kolmogorov axioms), so that, in other words, C(h, e&b) is a 
probability function.  This can be written in symbols as follows: 
 
 C(h, e&b)  =  P(h | e&b)      (1) 
 
From (1) it follows that Bayes Theorem, which is a standard theorem of the 
probability calculus, holds for the C-function.  A simple form of Bayes Theorem is 
the following: 
 
 P(h | e&b)  = P(e | h&b) P(h |b)/ P(e |b)    (2) 
 
Now suppose that h&b entails not-e, but that e is actually observed, or, in other 
words, that e falsifies h.  In this case P(e | h&b) = 0, so that P(h | e&b) = 0.  So, if e 
falsifies h, the posterior probability of h given e is reduced to zero.  This means, as 
Howson and Urbach point out (1989, Chapter 4, Section c, p. 81), that Bayesianism in 
some respects endorses falsificationism – an ironical result in view of Popper’s 
opposition to Bayesianism. 
 One could indeed argue that falsificationism is incorrect in view of the 
Duhem-Quine thesis, and so the result just quoted casts some doubt on Bayesianism.  
This is not of course an argument which Popper himself used!  Popper did, however, 
argue against the basic assumption of Bayesianism, namely equation (1).  (1) is in fact 
quite a strong assumption.  In (1) probability is not meant in the vague sense of 
ordinary language, but in the precise sense of the mathematical calculus of 
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probability.  Now mathematical probability was developed from the study of games of 
chance and other random phenomena.  Why should it be the appropriate instrument 
for weighing evidence? 
 I will return to the Bayesian v. non-Bayesian debate later on, but for the 
moment let us assume the correctness of Bayesianism, and explore, in the next 
section, how it might be applied to evidence for medicine. 
 
     
3.  A Bayesian Approach to Evidence for Medicine 
 
 In my previous talk, I argued that evidence in medicine should be classified 
into 4 different types, represented by a 2x2 table.  If we formalise this, we should 
introduce 4 different types of evidence variable.  To make things easier in a very 
preliminary sketch, I propose to consider only 2 types of evidence variable e and f.  
We could think of e as evidence of mechanism, and f as statistical evidence in human 
populations (assuming we are dealing with human diseases).  Corresponding to these 
two different types, we would have pieces of evidence e, e’, e’’, … and f, f’, f’’, … . 
 The second important claim for which I argued was the Principle of Strength 
through Combining.  This states roughly that a combination of two pieces of evidence 
of different types gives higher confirmation that two pieces of evidence of the same 
type.  In the Bayesian framework, for convenience omitting background knowledge, 
this becomes: 
 
 P(h | e&f)  >  P(h | e&e’)      (3) 
 
What are the consequences of equation (3).  Applying Bayes Theorem, we have 
 
 P(h | e&f)  =  P(e&f | h) P(h)/P(e&f) 
 
So, assuming e, e’, f all follow logically from h, 
 
 P(h | e&f)  =  P(h)/P(e&f) 
 
and similarly for P(h | e&e’).  So  
 
 1/P(e&f)  >  1/P(e&e’) 
 
   P(e&e’)  >  P(e&f)       (4) 
 
In this case, if (4) holds, then so does (3).  Now fortunately (4) seems a reasonable 
principle.  It says that it is more probable a priori to get two pieces of positive 
evidence of the same type than two pieces of positive evidence of different types. 
 To examine the matter more closely, however, we must take into account the 
idea that each piece of evidence has strengths and weaknesses.  So with e we should 
associate an ordered pair {s, w}, where s is an estimate of the strength of e, and w of 
its weakness.  It seems to me that in forming these estimates, we could measure both s 
and w on a scale from 0 to 1, where, for s, 0 is no strength at all, and 1 is the 
maximum strength which we could reasonably expect for evidence of this kind;  
while, for w, 0 means that the evidence really has no weaknesses, and 1 means that 
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the evidence is so weak as to be valueless.  We can then measure the overall strength 
of the evidence (os) by  
 
 os(e)  =  s(1-w)       (5) 
 
What now becomes necessary is a kind of calculus of strengths and weaknesses.  If 
we put two pieces of evidence together, say e and f, we hope that the strength of e 
cancels at least to some extent the weakness of f, and vice versa.  If this happens, as it 
does in some of the examples, I gave earlier, then we have that os(e&f) becomes very 
much greater than os(e) or os(f).   
 Returning now to our Bayesian analysis, we see that we really want equation 
(4) to hold when  
 
 os(e&f) > os(e&e’)       (6) 
 
Again it does not seem implausible to claim that stronger evidence is less probable a 
priori than weaker evidence.  However, there seems to me a problem with developing 
this line of thought. 
 The procedure which would need to be followed when dealing with various 
pieces of evidence such as e, e’, e’’, f, f’, f’’ consists of two steps.  First we would 
have to perform a calculus of strengths and weaknesses to work out the overall 
strength of combinations of these pieces of evidence.  Second we would have to use 
these estimates of overall strength of the various combinations to work out the a priori 
probabilities of these various combinations, and to make sure that they were ordered 
inversely to their overall strengths.  The difficulty which I find in such a procedure is 
to make sure that the resulting probabilities all fit together and continue to satisfy the 
usual axioms of probability.  As already pointed out, the Bayesian assumption (1) is a 
very strong one.  In a way this is good, because it means that Bayesianism is a clear 
and precise theory, but in another way it is problematic.  Such a framework may be 
too rigid for us to be able to fit into it all the complexities of different types of 
evidence and their combination.  Let us therefore turn in the next section to 
considering the possibility of a non-Bayesian confirmation theory. 
 
 
4.  Arguments for a Non-Bayesian Approach 
 
 Bayesianism has become so dominant among philosophers of science who 
study confirmation theory that the suggestion of a non-Bayesian approach may seem 
rather absurd and eccentric.  Let me therefore say a few things which will make this 
approach sound a bit more plausible.  Statistics is still divided between Bayesian 
statistics and classical statistics.  The key difference between the two approaches is 
that classical statisticians emphasise the importance of testing.  The founders of 
classical statistics, namely Karl and his son Egon Pearson, W.S.Gosset (Student), 
R.A. Fisher, and J.Neyman all introduced important statistical tests, and advocated a 
methodology in which testing played a central role.  This means that their approach is 
quite similar to that of Popper who also gave a central position to testing.  

From the perspective of classical statistics, it would be natural to regard a 
hypothesis as well-confirmed if it has passed a number of tests, but undermined if it 
fails one or more tests.  This gives an informal notion of confirmation, which is the 
one implicitly adopted by classical statisticians.  However, attempts to formalise this 
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notion of confirmation have not so far been very successful.  Fisher attempted a 
formalisation by developing what he called the fiducial argument, but this ran into 
many difficulties, and has never come to be generally accepted.  Popper produced a 
complicated formula for his degree of corroboration, but again this has produced little 
resonance in the community.  By contrast, the Bayesians have a formalisation of 
confirmation as part of their general approach to the subject. 
 Nonetheless, classical statistics has a very clear approach, and it seems to me 
by no means an impossible task to try to formalise the notion of confirmation 
implicitly assumed by classical statisticians.  I will attempt this in the next section.  
Before doing so, however, I would like to say something more about Popper.  
Although Popper’s positive theory of corroboration was not a great success, Popper 
did give some strong critical arguments against Bayesianism.  I will next present one 
of these, though developed in a way, which Popper might not have approved. 

Most hypotheses in science are universal generalisations.  One can think here 
of Newton’s laws, or Kepler’s laws, or even of the philosophers’ favourite:  ‘All 
ravens are black’.  Now Popper claims that the prior probability of any such universal 
generalisation is zero.  Leaving aside for a moment Popper’s arguments for this, let us 
examine its implications for Bayesianism. 

Bayes Theorem, ignoring background knowledge, states that 
 

P(h|e) = P(e|h)P(h)/P(e) 
 
Now suppose that h is a universal generalisation and that Popper is right.  We have 
that P(h) = 0, but it then follows from Bayes’ Theorem that P(h|e) = 0.  In other words 
no amount of evidence e can raise the degree of confirmation of h above zero.  This 
completely contradicts our intuition that in some cases at least, evidence can confer 
quite a high degree of confirmation on a universal hypothesis h. 
 Popper’s answer to this problem is P(h | e) does indeed remain always zero, 
but that the Bayesians’ mistake is to suppose that C(h, e) = P(h | e) [Equ(3) above].  In 
fact C(h, e) is not the same as P(h | e) so that although P(h | e) remains zero, C(h, e) 
can take a non-zero value.  As Popper himself puts the matter (1959, Appendix *viii, 
p. 383): 
 
 “ … we may learn from experience more and more about universal laws 
without ever increasing their probability;  … we may test and corroborate some of 
them better and better, thereby increasing their degree of corroboration without 
altering their probability whose value remains zero.”  
 
 But is it really the case that P(h) = 0 for any universal hypothesis h?  This is a 
tricky question.  Popper adopted the traditional logical interpretation of probability, 
but there are difficulties with this theory.  First of all it generates the paradoxes of the 
principle of indifference, and secondly it does not provide a very convincing 
justification for the axioms of probability.  Moreover, it is not at all clear, if P(h) = 0 
for any universal hypothesis follows from the traditional logical interpretation of 
probability.  Howson argues to the contrary in his 1973 paper:  ‘Must the Logical 
Probability of Laws be Zero?’  
 If we want to use probability in confirmation theory, it seems more 
satisfactory to adopt some form of the subjective interpretation of probability.  On this 
approach probabilities are identified as degrees of belief, measured by betting 
quotients.  The problems of the paradoxes of the principle of indifference disappear, 
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and an excellent justification of the axioms of probability is provided by the Dutch 
Book Argument which leads to the Ramsey-De Finetti Theorem.  For some people 
this approach is too subjective, but this can be overcome by adding extra constraints 
to produce a ‘topping up’ theory, such as the intersubjective theory of probability. 

If, however, we adopt any interpretation of probability based on betting 
quotients, there is a very simple argument of the conclusion that P(h) = 0.  Let h = All 
ravens are black, and suppose that Mr B (the Bayesian) has to bet on whether h is 
true.  Mr B can never win the bet, since it can never be established with certainty that 
all ravens are black.  However Mr B might lose the bet if a non-black raven happens 
to be observed.  Thus the only reasonable betting quotient for Mr B to adopt is zero.  
To put the point another way, if Mr B adopts any non-zero betting quotient, however 
small, then he might lose money, but can never win any.   So we do get P(h) = 0 for 
any universal hypothesis h, as Popper requires for his argument. 

There are of course other arguments against Bayesianism, but I do not want to 
give a full discussion here.  Rather in the next section I try to develop a measure of 
confirmation suitable for classical statistics, and then in the final section examine how 
it might be applied to evidence for medicine. 
 
    
5.  The Testing Measure of Confirmation 
 
 If we want to produce a measure of confirmation in line with classical 
statistics, it is helpful to consider the evidence as generated by a number of tests of the 
hypothesis.  By test here, I do not mean experiment.  It is possible to test a hypothesis 
against observational data, which may indeed already have been collected.  Popper 
introduced the helpful notion of a severe test.  A hypothesis is better confirmed by a 
severe test than by a less severe test, or, as Popper says (1959, p. 267): 
 
“ … it is not so much the number of corroborating instances which determines the 
degree of corroboration as the severity of the various tests to which the hypothesis in 
question can be, and has been, subjected.” 
 
 Popper also proposes a measure for the severity of a test which can be 
formulated as follows.  Let us consider a test τ whose outcome is e, and define Q(h, e, 
b), which is to be read as the measure of the severity of the test e of the hypothesis h 
against background knowledge, or assumptions, b, as follows: 
 
 Q(h, e, b)  =  P(e | h&b) – P(e | b)     (7)  
 
 Let us consider first the case in which the test gives a favourable 
(corroborating) result, i.e. Q is positive.  According to the measure Q, we judge such a 
test to be severe if P(e | h&b) is large, i.e. if e is highly probable given h&b, and if P(e 
| b) is small, i.e. if e is highly improbable given b, but not given h&b.  This is 
intuitively very plausible.  A nice historical example is provided by the famous test of 
Fresnel’s wave theory of light.  Poisson deduced from the theory that if a ball bearing 
cast a circular shadow, then, under some circumstances, a bright spot of light should 
appear in the exact centre of this shadow.  This result was regarded as highly 
improbable on background knowledge, and yet when the experiment was carried out, 
a bright spot did indeed appear at the centre of the shadow.  Fresnel’s theory was 
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regarded as having passed a very severe test, and its degree of corroboration was 
increased accordingly.  
 Suppose now that the result is unfavourable, i.e. Q is negative.  |Q| is large if 
P(e | b) is large and P(e | h&b) is small.  In other words |Q| is large if e is very 
probable given the background knowledge alone, but becomes very improbable if h is 
added to the background knowledge.  In these circumstances, it is reasonable to take 
|Q| as measuring the extent to which e undermines the hypothesis h.  An important 
special case occurs when the test τ falsifies h, i.e. not-e flows from h&b.  In this case 
P(not-e | h&b)  =  1, so that P(e | h&b)  =  0.  |Q| therefore becomes P(e | b), so that 
the more probable e is on background knowledge, the more h is disconfirmed if it 
predicts not-e. 
 I will now show how the Q function can be developed into a non-Bayesian 
confirmation function, which I will call the Testing Measure of Confirmation.  The 
evidence is considered as consisting of the results e, e’, e’’, … of tests τ, τ’, τ’’, … .  
Let Q+ be Q summed over all the tests which give a favourable result, i.e. for which Q 
is positive. Let Q- be Q summed over all the tests which give an unfavourable result, 
i.e. Q negative.  Then the confirmation of the hypothesis is expressed by the ordered 
pair < Q+ ,  Q- >. 
 This measure has a number of advantages.  First of all is possesses a clear 
semantics.  A value such as <+m, -n> would mean that the hypothesis has passed the 
equivalent of m tests of maximum severity, but failed the equivalent of n tests of a 
maximally undermining character. 
 Secondly since degree of confirmation is here an ordered pair, it is clearly not 
a probability.  However single measure of confirmation, still not a probability, can be 
simply recovered by considering Q+ -  Q-. 
 Thirdly, unlike Bayesianism, it is not a falsificationist measure.  This makes it 
more realistic in the light the Duhem-Quine thesis.  Surely, it is very characteristic 
that some hypothesis h has passed a good number of tests, but failed one test.  It is 
surely reasonable to say in such circumstances that h still has quite a bit of positive 
confirmation, but that there is some evidence against it as well.  This is well-
expressed in assigning a measure such as <+9, -1>.  In such circumstances the 
negative result might be explained away in some convincing manner, giving h only 
positive corroboration, or, the negative result might prove so serious as to lead to the 
rejection of h.  The issue is in the air, and it would be wrong to adopt the 
falsificationist strategy of rejecting h straightaway.  (I am aware that it is somewhat 
ironical to praise a measure developed from Popper’s ideas for not being 
falsificationist!) 
 In my 1998 paper I add another feature to the measure of confirmation, 
namely a principle which I called the principle of explanatory surplus.  The measure 
was then applied to a machine learning program of the time with successful results.  
Of course machine learning  programs have developed a lot since 1998, but there is 
one feature of the contemporary machine learning scene which is encouraging.  
Increasingly machine learning programs are adopting what they call a testing 
methodology.  The data they work on is divided into a training set and a number of 
testing sets.  Hypotheses are generated on the training set, and then subjected to a 
number of different tests on the testing sets.  The testing measure of confirmation as 
just expounded seems a highly suitable measure for use in such programs.  I will now 
in the sixth and final section consider how it might be applied to evidence for 
medicine.   
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6.  The Testing Measure and Evidence for Medicine 
 
 In the case of medicine, we can assume, as earlier, that we are dealing with a 
number of pieces of evidence of different types such as e, e’, e’’, f, f’, f’’.  For this 
evidence, we can work out the value of our measure < Q+ ,  Q- > just as before.  It is 
then easy to introduce a correction to take account of the combination of different 
types of evidence.  We begin with the pieces of favourable evidence, i.e. those used to 
calculate Q+.  We apply our calculus of strengths and weaknesses to these pieces of 
evidence, and obtain their overall strength when combined.  Let us call this os(+).  Q+ 
is then replaced by Q+os(+).  In exactly the same way, we replace Q- by Q-os(-).  So 
our modified measure of confirmation becomes < Q+os(+),Q-os(-)>. 
 This procedure is much easier than in the Bayesian case.  The essential reason 
for this is that we do not have to use the overall strength (os) measures to modify 
probabilities, while ensuring that these probabilities continue to fit together and obey 
the probability axioms.  In the non-Bayesian approach, the os measures can be 
directly incorporated into the measure of confirmation.   
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